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Executive Summary
The purpose of the ICARUS Deliverable D2.1 “Data Management and Value Enrichment Methods” is
to consolidate and analyse innovative methods for data management that shall effectively lay the
theoretical foundations of the core Data Bundles of the ICARUS Platform. In order to develop such
methods in a solid manner, an iterative methodological approach, that consisted of the study of the
underlying state-of-play in the related domains, the elaboration of the related methods (taking into
account the aviation industry needs, requirements and peculiarities) and the extraction of key
considerations, was followed along the following axes:
•

Axis I: Data Collection, that involves upstream, downstream and indirect collection of data
assets from the supply-driven perspective of the data providers. The de facto data collection
approach that must be provided in ICARUS concerns files upload / exchange (classified as Level
2 in the different data collection modalities identified by ICARUS), in which the data assets are
generally pre-processed by their respective providers, at the server side where multiple data
tables (extracted from a legacy system) can be combined into a unique data asset / file.

•

Axis II: Data Provenance, tracking the lineage and the derivation of the data assets that have
been checked in in ICARUS in a coarse-grained, light-weight manner that is generally aligned
with W3C PROV. The ICARUS metadata schema has been also defined featuring core
metadata, semantic metadata, distribution metadata, sharing metadata and preservation
metadata, taking into account the generic-purpose and the aviation-specific metadata
standards that currently appear in the international bibliography.

•

Axis III: Data Safeguarding that sets different layers for data security and privacy assurance:
(a) end-to-end symmetric key encryption for data assets (before they are uploaded in the
ICARUS platform) and secure tunnels for direct key sharing to authorized data consumers with
active data contracts, (b) attribute-based access control policies that formally describe the
circumstances under which access requests to data assets should be granted, and are easily
interpretable into policy enforcement rules; (c) multiple data anonymization methods and
guidelines for data providers to achieve the right balance in the “privacy vs utility” trade-off.

•

Axis IV: Data Curation, embracing the data quality, data validation, data cleaning, data
completion, data harmonization and enrichment perspectives to be applied in ICARUS. In
particular, the ICARUS data harmonization process aims at ensuring that the varying file
formats, data schemas and structures with which the aviation data assets comply are
transformed in such a way that they become compatible, consumable and thus valuable for
analysis and knowledge extraction. The aviation domain vocabularies have been also
documented as they provide a solid basis for the ICARUS common aviation schema (to be
developed in D1.3).

•

Axis V: Data Linking that proposes a flexible, GraphQL-based approach for creating and
managing the evolution of the mappings and links among data assets in the ICARUS platform.

In D2.1, in total, over 120 papers were selected for in-depth study, 14 aviation APIs (originating from
OAG and other aviation stakeholders) were documented, 14 aviation-related ontologies were
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identified, 7 data management methods were elaborated and 22 key considerations (that represent
specific challenges to be addressed and pave the way for future work in ICARUS) were described.
In conclusion, this deliverable reports the draft outcomes of the ICARUS activities related to Tasks T2.1
“Data Collection, Provenance and Safeguarding Methods” and T2.2 “Data Curation, Harmonization
and Linking Frameworks”. D2.1 has been produced hand-in-hand with the developments in
deliverables D2.2 (“Intuitive Analytics Algorithms and Data Policy Framework”) and D3.1 (“ICARUS
Architecture, APIs Specifications and Technical and User Requirements”) providing them with insights
stemming from the preliminary data management methods and outlining the emerging data
management requirements. Work under the tasks of this Deliverable, namely T2.1 and T2.2, will
continue to progress and incorporate experiences and feedback gathered from the initial, exploratory
application of the data management methods in the ICARUS platform and shall be reported in detail
in Deliverable D2.3 (“Updated ICARUS Data Management, Analytics and Data Policy Methods”).
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1

Introduction

1.1 Purpose
ICARUS aims at building a novel data value chain in the aviation-related sectors, acting as multiplier of
the “combined” data value that can be accrued, shared and traded. Using technologies that are
currently on the rise (e.g. big data analytics, deep learning, semantic data enrichment, and blockchain
powered data sharing), ICARUS will address critical barriers for the adoption of Big Data in the aviation
industry (i.e. data fragmentation, data provenance, data licensing and ownership), and will enable
aviation-related big data scenarios for EU-based companies, organisations and scientists, through a
multi-sided platform that will allow exploration, curation, integration and deep analysis of original,
synthesized and derivative data characterized by different velocity, variety and volume in a trusted
and fair manner.
In general, the emergence of flexible data value chains requires new levels of seamless exchange of
data in a secure and trusted manner, while maintaining data sovereignty and without compromising
the classified business intelligence and knowledge. Efficient data management, security preservation
and privacy assurance of data can be now enabled with the help of disruptive technologies while laws
and regulations have been established at EU level to protect sensitive commercial / private data at
rest. In this context, the ICARUS Deliverable D2.1 “Data Management and Value Enrichment Methods”
aims at driving the theoretical foundations for data management from multiple perspectives that shall
be supported by the ICARUS platform (within the “core data services bundles”) in order to evolve into
a trusted “node” within the aviation data value chain.
D2.1 is released in the scope of the WP2 “ICARUS Big Data Framework Consolidation” activities and
reports the preliminary outcomes of Tasks T2.1 “Data Collection, Provenance and Safeguarding
Methods” and T2.2 “Data Curation, Harmonization and Linking Frameworks”. In particular, D2.1 is
prepared according to the ICARUS Description of Action that dictates the objectives of: (a) prescribing
methods for the collection and safeguarding data both in terms of provenance, storage as well as
secure information exchange, (b) describing the appropriate patterns for harmonising and processing
the data that will be used in the ICARUS platform, (c) defining the semantics, the data handling
algorithms and the overall logic that will combine data from various sources and deliver value for the
engaged stakeholders, and (d) studying semantic vocabularies and designing the ICARUS metadata
repository. In detail, the scope of this deliverable is:
•

To conduct a comprehensive state-of-play spanning all data management aspects, from data
collection, curation and linking to provenance and safeguarding.

•

To get insights into the data collection processes in the ICARUS demonstrators, documenting
the APIs provided from the ICARUS stakeholders and other aviation sources that currently
expose aviation data.
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•

To define the necessary infrastructure for accessing, storing and securely handling data that
will be put into use in ICARUS, through appropriate modalities and methods for data access
control, encryption, anonymization and provenance.

•

To elaborate on the ICARUS metadata schema in accordance with popular metadata standards
and in alignment with the needs of the aviation industry (as reflected in ICARUS WP1 and
WP3).

•

To describe the appropriate patterns and approaches for data curation and harmonization.

•

To study the underlying semantic vocabularies and metadata repositories in Aviation.

•

To outline how the pertinent aviation semantics will be effectively captured and how any data
asset provided by a data provider will be mapped to the ICARUS common aviation schema
through an appropriate data linking and integration handling approach adopted in ICARUS.

As both tasks T2.1 and T2.2 remain active in the following months, D2.1 presents the first iteration of
the data management approaches that shall be constantly updated to follow the project’s
advancements. Such initial outcomes are expected to be refined, enriched and finalized in the middle
of the second year of the ICARUS project implementation (on M18) in alignment with the project
development activities, as well as the experiences gained during the development activities and the
feedback acquired from the early demonstration activities and any further external MVP validation
activities.

1.2 Methodological Approach
In order to conceptualize the ICARUS Data Management and Value Enrichment Methods, the following
5-axis approach was adopted as depicted in Figure 1-1:
•

Axis I: Data Collection (addressing the Task T2.1 activities) that included an investigation of
the different data collection modalities that generally appear in the bibliography. In order to
better understand the data collection needs of the aviation data value chain, the aviation data
profiling presented in D1.1 that has been continuously updated has been revisited and the
different data related interactions have been fleshed out. The ICARUS Data Collection
approach was defined, considering a set of aviation data APIs from ICARUS stakeholders and
other aviation sources that were identified and documented.

•

Axis II: Data Provenance (addressing the Task T2.1 activities) that studied in detail the data
provenance approaches applied to big data in the bibliography and the generic and aviationspecific metadata standards. Taking into account certain aviation-specific requirements, the
emerging data provenance method was iteratively described and has contributed to the
definition of the ICARUS metadata schema, together with the data sharing method (defined
in ICARUS D2.2) and the data safeguarding aspects (in Axis III).

•

Axis III: Data Safeguarding (addressing the Task T2.1 activities) that focused on data security
and privacy assurance from the perspective of access control, encryption and anonymization.
Upon reviewing the state-of-the art approaches and algorithms in the respective domains and
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iteratively discussing internally the advantages, the disadvantages, the repercussions and the
feasibility of each approach, the ICARUS data access control, encryption and anonymization
methods were consolidated and elaborated.
•

Axis IV: Data Curation (addressing the Task T2.2 activities) that studied the underlying stateof-play and brought together the data quality, data validation, data cleaning, data completion,
data harmonization and enrichment methods to be applied in ICARUS. The aviation domain
vocabularies were also documented as they provide a solid basis for the ICARUS common
aviation schema (to be developed in D1.3).

•

Axis V: Data Linking (addressing the Task T2.2 activities) that identifies the related paradigms
for data linking and concludes to a flexible approach for creating and managing the evolution
of the mappings and links among data assets in the ICARUS platform.

Figure 1-1: ICARUS Data Management and Value Enrichment – Method of work

Further updates to be performed across the different axes will be reported in the final deliverable of
WP2, namely D2.3 (Updated ICARUS Data Management, Analytics and Data Policy Methods).

1.3 Data-related Interactions in the ICARUS Data Value Chain
During the ICARUS project implementation, the overall ICARUS perspective of the aviation data value
chain has evolved to include more actors as representatives of the 3 data tiers, which are defined in
alignment with the ICARUS Deliverable D1.1 “Domain Landscape Review and Data Value Chain
Definition”:
•

Data Tier 1: Primary Aviation Data consists of aircraft sensor data, scheduled route plans,
airport traffic, fuel emissions, passenger data that pile up in heaps of data in every flight.
Typical data providers include airports, airlines, and aircraft manufacturers.

12 / 128

D2.1 – Data Management and Value Enrichment Methods

•

Data Tier 2: Extra-Aviation Data features data collected by airport services providers, and
aviation-related service providers. Such data concern passengers’ profiles which are
complemented by Linked Open Data (indicatively weather, environment) and other historical
data.

•

Data Tier 3: Aviation-derived & Aviation-combined Data contains data and knowledge from
other sectors (like Health, Tourism, Public Sector) that can be combined with aviation data
from tiers 1 and 2 to produce new derived data and create new knowledge that would be
impossible to deduce otherwise.

Figure 1-2: ICARUS Aviation Data Value Chain
With the aviation value chain being characterised by a high degree of vertical disintegration, its
updated overall picture is depicted in Figure 1-2 and shall continue to be revised in order to reflect as
accurately as possible the core stakeholders to whom ICARUS is addressed.
Taking into account the different roles and the interactions anticipated in the Industrial Data Space
(IDS, 2017), as well as the additional roles, such as data publisher, data facilitator, data broker and
data curator, that are often encountered in the bibliography (Attard et al, 2017), ICARUS has conceded
for simplicity reasons in its initial results, to adopt only the core roles of: Data Provider (responsible
for generating and maintaining data) and Data Consumer (accessing, using, and running analytics on
data acquired from their rightful data providers).

1.4 Relation to other ICARUS Results
As depicted in Figure 1-3, D2.1 is released in the scope of the WP2 “ICARUS Big Data Framework
Consolidation” activities as the initial outcome of Tasks T2.3 “Deep Learning and Prescriptive Analytics
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Algorithms” and T2.4 “Data Policy and Assets Brokerage Frameworks” that have been brainstormed
and elaborated in tight collaboration with the rest of the WP2 tasks (namely T2.1 “Data Collection,
Provenance and Safeguarding Methods” and T2.2 “Data Curation, Harmonisation and Linking
Frameworks”).
D2.1 and WP2, in general, are strongly dependent on the outcomes of WP1 “ICARUS Data Value Chain
Elaboration” with regard to the ICARUS methodology, the ICARUS Minimum Viable Product (MVP) and
the currently under development aviation data ontology. Although the initial results were
documented in D1.2 and were available since the D2.1 preparation activities started, the ongoing
external validation activities for the MVP have drastically changed the data management perspective
of ICARUS, especially with regard to the data provenance, safeguarding and linking aspects.
Overall the approach specified in D2.1 will be applied, refined and further elaborated during the design
and development of the ICARUS platform in WP3 and WP4, respectively. Finally, the experimentation
with different data management algorithms and the application of the different data-driven methods
in the ICARUS demonstrators (in WP5) will be performed taking into account the specifications,
challenges and considerations as reported in this document.

Figure 1-3: Relation to other ICARUS Work Packages

1.5 Structure
The structure of the document is as follows:
•

Section 2 investigates the data collection aspects, documents the aviation data APIs and
concludes with a set of key considerations for the ICARUS data check-in process.
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•

In Section 3, the ICARUS Data Provenance method is defined taking into consideration the
underlying state-of-the art and is accompanied by a concrete ICARUS metadata standard to
be applied in the ICARUS platform.

•

Section 4 sets the scope of data safeguarding and analyses the relevant state-of-play in access
control, encryption and anonymization while elaborating on the methods that will be put
forward in ICARUS.

•

Section 5 describes the core of the ICARUS Data Curation methods as an umbrella term for
data quality, validation, cleaning, harmonization and enrichment, and identifies a number of
challenges that need to be addressed as the ICARUS project progresses.

•

Section 6 presents the data linking perspectives and approaches in ICARUS, based on state-ofthe art techniques.

•

In Section 7, the conclusions deriving from the work performed and documented in the
deliverable at hand, as well as directions and recommendations for the next steps are
reported.

•

Annex I lists the references included in the present deliverable.

•

Annex II presents in detail the analysis of different metadata standards that are related to
ICARUS.

15 / 128

D2.1 – Data Management and Value Enrichment Methods

2

Data Collection

2.1 Background
With data science coming to prominence, the challenge of collecting high quality data from distributed
information sources at proper granularity levels, in a timely manner, with the aim of storing them in
scalable, big data-capable data storage infrastructures, becomes more and more crucial and pressing.
In general, the data collection activities are often mentioned in the international bibliography as data
discovery and data acquisition (Attard et al, 2017) with the following interpretations:
•

Data Discovery is considered as the process of obtaining data through various actions, i.e.:
o

Data Generation: where data is created for the specific use case on hand;

o

Data Procuring: where a negotiation is performed with another entity in order to obtain
their data;

•

o

Data Gathering: where data is aggregated from different entities/locations;

o

Data Selection: where a subset of available data is selected.

Data Acquisition is the process of gathering, filtering, and cleaning data before it is put in a data
warehouse or any other storage solution on which data analysis can be carried out.

In this context, data collection in ICARUS is an umbrella term related to how data can be effectively
ingested by the ICARUS platform. As depicted in the following figure, different approaches are typically
employed for data collection, namely:
•

Level 0: Web crawlers that can automatically mine data or collect information from selected pages
in the World Wide Web.

Figure 2-1: Typical Data Collection Approaches
•

Level 1: ETL (Extract, Transform and Load) tools which are firmly associated with data warehousing
and business intelligence tools since they are responsible for retrieving data from one or more

16 / 128

D2.1 – Data Management and Value Enrichment Methods

sources and transferring them into a destination system which represents the data differently
from the source(s).
•

Level 2: Files Upload / Exchange which is a well-established way of sharing data in a controlled
manner (e.g. in a Virtual Private Network) in accordance with mutually agreed standards and
formats.

•

Level 3: APIs (Application Programming Interfaces) Release, allowing for exposing data through
well-specified services that protect the legacy systems’ integrity and enable secure and governed
access to the underlying data. The APIs can appear as: (a) RESTful APIs that have gained traction
with the advent of the social media era due to their simplicity, (b) XML Web Services that have
been traditionally used for achieving interoperability among enterprise systems, and (c) SPARQL
endpoints that support semantic queries over data and are firmly associated with the linked data
paradigm.

•

Level 4: Data Feeds as ongoing streams of structured data that provide updates of current data
from one or more sources. Such feeds may stream continuously or be delivered on demand and
may be handled through publish/subscribe or event processing architectures.

However, there is always the remaining problem related to the enterprises’ unwillingness to offer or
exchange their data that no data collection approach can tackle easily. Such a lack of trust is also the
driving reason behind the Industrial Data Space (IDS) concept (Otto et al, 2016) as depicted in the
following figure. IDS was practically conceived in the context of Industry 4.0 in order to provide the
means for companies to exchange data without losing control over them, yet it has currently expanded
its scope to any industry in need of data exchange. It offers a peer-to-peer architecture for virtual data
spaces which guarantees the secure and sovereign exchange of industrial data assets. Each company
(i.e. the data owner) determines who is allowed to use its assets that are published through internal
and external connectors, and in what way.

Figure 2-2: IDS Concept for Data Collection (Source: IDS, 2017)
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In order to effectively collect data, appropriate protocols that allow the gathering of data from
distributed data sources of any type (unstructured, semi-structured, structured), well-defined
frameworks according to which the data is collected by using different protocols, and a state-of-the
art technology stack that allows the persistent storage of the data retrieved by the frameworks need
to be put into place.

2.2 ICARUS Data Collection Methods & Preconditions
In ICARUS, the data collection methods to be employed need to address the needs of the core aviation
data value chain as indirectly captured through the data assets profiling (by the ICARUS demonstrators
and the core data provider, OAG) in the ICARUS Deliverable D1.1. To this end, the de facto data
collection approach that must be provided in ICARUS concerns Level 2: Files Upload / Exchange in
which the data assets are generally pre-processed by their respective providers at the server side
where multiple data tables (extracted from a legacy system) can be combined into a unique asset /
file. In addition, reaching Level 3: APIs Release would be also desirable in order to automate up to an
extent the data collection process.
The ICARUS data collection method is oriented towards different modes of data collection from a
supply-driven perspective (since the data providers are responsible for collecting, ensuring the quality
and checking in their data assets), namely:
•

Upstream data collection referring to the direct data discovery and gathering from their rightful
source. In the ICARUS context, the upstream dimension is covered by the ICARUS demonstrators.

•

Downstream data collection encompassing the aggregation and distribution of data through an
intermediary which typically acts as a data broker between supply (from data owners) and
demand (from data consumers). In ICARUS, the downstream aspects are dealt with by the ICARUS
aviation data provider, OAG.

•

Indirect data collection. Thanks to the ICARUS scope of facilitating data linking and secure
analytics, derivative data and intelligence as emerging from an analysis performed may also be
indirectly collected to the platform according to the preferences of the data consumer and the
licenses of the initial data assets upon which the analysis was performed.

In essence, in order to become available in ICARUS, all data assets need to officially undergo the
ICARUS checkin process that properly prepares the data and records their associated metadata. Such
a process is typically addressed to the core aviation providers classified under the 1st and 2nd data tiers
and may be either minimal (“fast-lane”) for confidential data that are not to be shared with other
stakeholders or thorough for private data that are to be traded in the ICARUS platform.
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Figure 2-3: ICARUS Data Collection Approach
In order for ICARUS to effectively handle any data assets that may be checked in, they need to be
transformed to a common format. Although the aviation industry typically uses specific formats for
different aviation data (e.g. IATA’s SSIM standing for Standard Schedules Information Manual for
exchanging airline schedules and data on aircraft types, airports and terminals, and time zones),
ICARUS shall adopt the csv format due to the familiarity and popularity it has gained with data
scientists of any data tier, taking into account the data profiling that has been reported in D1.1 and
the requirements of the ICARUS data value chain that derive from WP1 and WP3. In the unlikely event
that any performance issues are noticed in the ICARUS platform beta release, alternative formats,
such as Apache Parquet which is a columnar storage format, shall be further examined in future
platform releases.
In cases of frequent updates to the data that have been already collected in ICARUS, a flexible
approach to append data to existing data assets shall be adopted, without compromising the data
security and without requiring repeating any pre-processing tasks that have already been performed
on the data (e.g. mapping as defined in section 6 and encryption as described in section 4).
Appropriate attention also needs to be paid beyond the data collection process, to the data storage
and indexing aspects to ensure that the data assets shall be effectively accessible in different states of
aggregation, such as access by location (including data distributions that are segmented by reference
locations), access by volume (referring to data distributions segmented by volume, e.g. every 5 MB),
access by time (as time-ordered data distributions segmented by a specific timestamp, e.g. every 1 h,
or period, e.g. from January 1st, 2018 until December 31st, 2018), or access by count (with data
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distributions being segmented by counting, e.g., every 10,000 rows, provided that there is an initial
item identified by index or time).

2.3 Aviation Data APIs Documentation
In order to describe the aviation data APIs in a homogeneous manner from the beginning of the
ICARUS project, a common API profiling template has been adopted containing metadata to
appropriate levels of detail in order to gain an initial understanding of the data APIs that are potentially
to be handled in ICARUS.
It needs to be noted that the profiling of the APIs as documented in this section at a preliminary stage
is expected to be maintained, monitored online and enriched throughout the project implementation.

2.3.1

OAG APIs

OAG offers a set of RESTful APIs and Web Services to provide developers with real-time flight status
and weather, real-time flight schedules changes, continually updated historical flight status dating
back to 2004, and flight notifications for businesses providing travel services, in a machine-readable
format.
Table 2-1 provides a glimpse of different data APIs that are exposed by OAG and serve diverse
purposes, ranging from quickly accessing real-time data to retrieving batch, historical data.
Table 2-1: OAG API Profiling – General Info
ID

Title

Description

OAG_API_1 OAG Schedules API

Allows a user to retrieve schedules data based on direct and connecting
flights. A user may also query data for a specific flight number/date.

OAG_API_2 OAG Flight Status
(FVXML)

Current flight status information delivered in easily readable XML. Data
for an individual flight or all flights on an airline to/ from specific
airports. Whole airport query response for airports and integrators.
Single query response for app data feeds and travellers.

OAG_API_3 OAG Historical Flight
Status

The database can be accessed via an XML web service, available 48 hours
after flight arrival and constantly updated or through a selection of OAG
flightview historical flight status reports in easily-consumable formats for
quick analysis.

OAG_API_4 OAG Flight Status
Alerts (FNB)

Live flight status data for pre-requested/registered operations

OAG_API_5 Flightview Batch

Firehose “pull” of all flight status data via web service methods
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Table 2-2 outlines the availability and specification features of the OAG APIs. In principle, all APIs are well documented and kept private, with a “developer
pays” data model. The typical protocols that are supported are REST and SOAP while the respective data formats are JSON and XML, as expected. All APIs
require login / password in contrast to the OAG_API_4 that requires the appid and the appkey. The pricing followed foresees that the API access is generally
sold by tiers of queries / month while averages, if required by the data consumer-developer, result in extra charges.
Table 2-2: OAG API Profiling – Availability & Specification Features
ID

Documentation

Type

Business
Model

Data
Format

Authentication
Restrictions
Method

Version

Protocol

REST and JSON and Login
SOAP
XML
Password

OAG_API_1 http://ondemand.oag.com/CBWebServicePublic/CBWSPublicP Private
ort?wsdl

Developer
Pays

N.A.

/ No restriction

OAG_API_2 https://www.oag.com/hubfs/OAG%20FVXML%20Integration% Private
20Guide.pdf

Developer
Pays

3.0.5.56 Query
/ XML
Response
REST over
HTTP

Login
Password

/ Sold by tiers of
queries
/
month.
Averages result
in
extra
charges.

OAG_API_3 https://www.oag.com/hubfs/Product_Documentation/Flightvi Private
ew/OAG%20flightview%20Historical%20Flight%20Status%20W
eb%20Service%20User%20Guide.pdf

Developer
Pays

N.A.

REST and XML
SOAP

Login
Password

/ Sold by tiers of
queries
/
month.
Averages result
in
extra
charges.

OAG_API_4 https://www.oag.com/hubfs/OAG%20FV%20Flight%20Notifica Private
tions%20for%20Business%20(FNB)%20Integration%20Guide.p
df

Developer
Pays

2.2

REST over JSON
HTTPS

Appid
appkey

OAG_API_5 https://cdn2.hubspot.net/hubfs/490937/Product_Documentat Private
ion/Flightview/OAG_FVBatch_Integration_Guide.pdf?t=15004
71030913

Developer
Pays

N.A.

Web
TabService via delimited
SSL
text

Username
password

and Sold by tiers of
registrations/
month.
/ none
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Table 2-3 complements the specification features and provides a preliminary assessment of the OAG APIs. As analysed in detail, the different data assets
provided through the OAG APIs go beyond the data assets already identified in D1.1 and are primarily classified under the 1 st and 2nd data tiers in ICARUS.
They support different methods to retrieve the requested data, yet their current exposure varies significantly. The APIs that are most popular among the OAG
clients are OAG_API_2, OAG_API_4 and OAG_API_5, which are all related to flight status data.
Table 2-3: OAG API Profiling – Specification & Assessment Features
ID

Relevant
Data Assets

OAG_API_1 OAG_01
OAG_09

Relevant Data Tiers Indicative Objects
1st/2nd
typically

Indicative Methods

most Flight Data, Service Number, GET
Routing Equipment etc.

OAG_API_2 Pulls
from 1st/2nd
primary
typically
FV status DB

most Multiple flight status fields

OAG_API_3 Uses
OFS 1st/2nd
historical
typically
DB

most Several
status fields

OAG_API_4 Pulls
from 1st/2nd
primary
typically
FV status DB

most Multiple
status fields

OAG_API_5 Pulls
from 1st and 2nd
primary
FV status DB

Multiple
status fields

API Exposure /
Comments
Popularity
Low

URL contains parameters to get flight status by Flight High
#, route, etc.

historical getFlights

flight POST request of register/unregister

Low

High

Once
registers
and
gets a
there is
querying
user.

a

user
a flight

response,
no more
from the

flight BatchResponse
GetLatestFlights(username, High
password)
BatchResponse
GetFlightChanges(username,
password,
previousBatchId)
BatchResponse
GetFlightChangesSinceTimestamp(username,
password, timestamp)

It needs to be noted that the information that is presented in the above tables 2-1, 2-2 and 2-3 has been directly compiled by OAG.
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2.3.2

Demonstrators APIs

At the moment, the ICARUS demonstrators have not exposed any private APIs for use beyond their own premises, thus there is no documentation to be
provided in this section. However, some demonstrators intend to develop APIs for certain data assets they have at their disposal and their documentation
will be provided in D2.3 “Updated ICARUS Data Management, Analytics and Data Policy Methods”.

2.3.3

Other Aviation APIs

An extensive search was performed in September 2018 and in January 2019 to identify the data APIs that are related to aviation. The criteria that were used
for the search include: (a) appearance of one of the keywords “aviation data”, “flight data”, or “air traffic data”, (b) focus on the pan-European coverage of
the API results (instead of country-specific or worldwide data retrieval), and (c) good documentation of the APIs in order to better understand its
functionalities.
The aviation APIs that have been identified and documented are provided by different stakeholders in the aviation data value chain, yet they typically originate
from data aggregators rather than core aviation industry providers (with the exception of AV_API_ 6 and AV_API_7 that are offered by airlines).
The other aviation-driven APIs that are presented in the following tables (2-4, 2-5 and 2-6) are compiled based on data which are publicly available online, so
certain features / aspects cannot be properly assessed.
Table 2-4: Other Aviation APIs Profiling – General Info
ID

Title

Description

Provider

AV_API_1

Flightstats Flex APIs

Flex APIs lets you develop apps listing schedule, airport status, delays, alerts, weather
forecast, and details about a particular airline. This gives a free trail for a 30-day period

Flightstats

AV_API_2

FlightXML APIs

Allows you to create apps displaying live and historical data about flight status. This allows
one to write apps using .NET, PHP, Java, Ruby, Perl, etc

FlightAware

AV_API_3

tfFlight API

Aggregates information from hundreds of airlines, providing agents, e-commerce platforms,
search and mobile services with a single system to manage, search, book and support this
content

Travel Fusion
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ID

Title

Description

Provider

AV_API_4

Wego Flights API

Wego Flights API allows clients to search for flight fares and availabilty in real-time across
Wego's inventory of partners

Wego

AV_API_5

Skyscanner API

Skyscanner APIs allow clients to get useful flight info, such as cheapest quotes, cheapest
destinations, lowest prices for given routes and perform data management, as well as
creating sessions to get live prices.

Skyscanner

AV_API_6

Lufthansa Open API

Lufthansa API provides lots of public methods divided in areas to get details about cities,
countries, airports, airlines or aircrafts, flight status and customer flight information, as well
as flight schedules and shipment tracking.

Lufthansa

AV_API_7

British Airways APIs

British Airways offers a set of API plans regarding different aspects of flights, such as seat
availability, orders, other than destinations, offers, lowest prices and flight status

IAG/British Airways

AV_API_8

Laminar APIs

Laminar offers useful APIs which concern flight data, weather data, reference data and event Laminar
aeronautical data

AV_API_9

Aviation Edge APIs

Aviation Edge APIs rely on a database with static and dynamic data, constantly updated, and Aviation Edge
allow to get useful information about flight tracking, airport timetables, airline routes and
nearby airports and cities

As mentioned in Table 2-5, most of the aviation data APIs are public and free (or freemium), supporting the REST and SOAP protocols. The data are exchanged
in XML and JSON formats, accordingly. Certain limitations appear in the free use of certain APIs.
Table 2-5: Other Aviation APIs Profiling – Availability & Specification Features
ID

Documentation

Type

AV_API_1

https://developer.flightstats.com/getti Public
ng-started/

Business
Model

Version

Protocol

Freemium

N.A.

REST,
SOAP

Data
Format

Authentication
Restrictions
Method

JSON,
JSONP,
XML
formats

N.A.

Free: Maximum 20,000 total
(lifetime). Max for Alerts, Airport
Status, Airport Track, Airport
Schedules, FIDS, and Flights Near
are
1000
each.
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ID

Documentation

Type

Business
Model

Version

Protocol

Data
Format

Authentication
Restrictions
Method
Usage-based, see Pricing, rate limits
may apply

AV_API_2

https://flightaware.com/commercial/fl Public
ightxml/

Freemium

AV_API_3

http://fastdocs.travelfusion.com/flight Public
-api-specification

2

Various
XML
protocols
(Xml, Url,
Json)

AV_API_4

https://support.wan.travel/hc/enus/articles/200191669-Wego-FlightsAPI#resources

2

Json

Must
first https://support.wan.travel/hc/enobtain
an us/articles/200300445-Terms-ofapi_key and a Service
ts_code.

AV_API_5

https://skyscanner.github.io/slate/?_g Public
a=1.104705984.172843296.14467815
55#flights

Free

1

REST

JSON

Must
obtain
api_key.

AV_API_6

https://developer.lufthansa.com/docs Public
/read/API_basics

Freemium

N.A.

REST

JSON, XML OAuth2.0,
Client ID and
Client Secret for
a limited time
token

AV_API_7

https://developer.iairgroup.com/britis Public
h_airways

Free

1

REST

JSON, XML N.A.

AV_API_8

https://developer.laminardata.aero/

Public

Free

N.A.

REST

JSON, XML N.A.

AV_API_9

https://aviationedge.com/developers/

Public

Freemium

2

REST

JSON

Public

2.0 (3.0 is REST,
beta)
SOAP

JSON, XML N.A.

There is no minimum commitment,
minimum usage fee, or signup fee.
You pay only for the actual usage
you accrue.

Obtaining
a
token
with
user/password

first
an

N.A.
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The data assets that can be retrieved through GET methods from such aviation APIs are classified under the 1 st and 2nd data tiers adopted in ICARUS, as
depicted in Table 2-6. The actual data that can be accessed range from flight and airport data to bookings and cargo data. Finally, it is not possible to evaluate
the API exposure in a consistent manner based on the publicly available data.
Table 2-6: Other Aviation APIs Profiling – Specification & Assessment Features
ID

Relevant
Data Tiers

Indicative Objects

Indicative Methods

API Exposure /
Popularity

AV_API_1 1st & 2nd

Flight Status and Track by Airport*, Flight, Route
and Location*
Schedules
Alerts
Airlines API
Airports API
Delay Index
Weather

GET

N.A.

AV_API_2 1st

Depends on class, e.g. class 1
AirlineFlightSchedules
AirlineInsight
MapFlight
MapFlightEx
SearchBirdseyeInFlight
SearchBirdseyePositions

GET

N.A.

Flights, Bookings

GetFlightsRequest,GetFlightsResponse

N.A.

Searches, Fares

POST api.wego.com/flights/api/k/2/searches
POST api.wego.com/flights/api/k/2/fares
GET http://api.wego.com/flights/api/k/providers/2/deeplinks

N.A.

Quores, Routes, Dates, Live prices

GET partners.api.skyscanner.net/apiservices/browsequotes
GET partners.api.skyscanner.net/apiservices/browseroutes
POST partners.api.skyscanner.net/apiservices/pricing

N.A.

AV_API_3 1st
st

AV_API_4 1 & 2

AV_API_5 1st

nd
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ID

Relevant
Data Tiers

Indicative Objects

Indicative Methods

API Exposure /
Popularity

AV_API_6 1st, 2nd

References (airports, airlines, aircrafts, ...)
Operations (flight status, customer flight
information, schedules)
Offers (seat maps, lounges)
Cargo (shipment tracking, all flights)

GET api.lufthansa.com/references/airports/nearest
GET api.lufthansa.com/offers/seatmaps
GET
api.lufthansa.com/operations/schedules

N.A.

AV_API_7 1st

Seats, Orders, Destinations, Prices

GET

N.A.

AV_API_8 1

Flights, Delay, Arrival, Departures
Metars
Airlines, Airspace regulations

GET

N.A.

AV_API_9 1st

Flights, Timetables, Routes

GET aviation-edge.com/v2/public/flights
GET aviation-edge.com/v2/public/timetable
GET aviation-edge.com/v2/public/routes

N.A.

st
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2.4 Key Considerations for ICARUS Data Check-in
In the previous sections, the different options that are available for data collection in order to
effectively populate the ICARUS platform have been investigated. Although clear orientations for the
ICARUS platform implementation have been already provided considering the aviation-specific data
value chain scope and the ICARUS demonstrators needs and requirements, a number of
considerations concerning the overall ICARUS data check-in process have emerged. Such
considerations will trigger further discussions within the ICARUS consortium and the ICARUS
positioning shall be reported in D2.3.

Key Data Collection Consideration I: Performance aspects when checking-in very large data assets
in the ICARUS Platform
According to the aviation data profiling performed in ICARUS (in the context of the continuous data
collection activities whose initial results were reported in D1.1), the data that the aviation
stakeholders have to handle includes potentially very large, batch files containing historical aviation
data. From its early design, ICARUS shall consider how to effectively address the performance issues
that may naturally arise when a stakeholder attempts to check in and transmit such files in order to
experience low, predictable latency in uploading the data assets (and eventually in executing queries).
To this end, ICARUS shall adopt a high-performance, secure, reliable data transfer protocol (such as
GridFTP) to achieve the required throughput without losing any data in the process while also ensuring
that such massive data assets shall be stored in a scalable and reliable infrastructure.

Key Data Collection Consideration II: Audit trail for the check-in process
According to the ICARUS methodology defined in D1.2, the ICARUS data check-in process requires a
number of steps that need to be completed in order for a data asset to become available in ICARUS.
Until such a process is complete though, the data provenance approach described in Section 3 is not
applicable. In order to address the situations when a data asset is in a limbo state prior to its check-in,
ICARUS shall provide a complete audit trail of the check-in process, recording the status and providing
the related feedback to the data provider. In case a data asset fails during this process, the data
provider shall become aware of the reasons why the check-in process failed and what is the expected
retention period in the specific case, after which all traces of the data asset shall be removed from the
ICARUS core platform (unless of course further action is taken to rectify the situation).

Key Data Collection Consideration III: Check-in process for Data Collection Level 3 (APIs)
In contrast to the data check-in process for data collection level 2 (Files Upload / Exchange) that is
clear and straightforward, the check-in process for data collection level 3 (APIs) poses many difficulties
that require human intervention. For example, the documentation of an API needs to be well-defined
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and clarify the data semantics of the different calls that are supported while being released in a
machine-readable format (such as Swagger), the API needs to be always available by its provider for
consumption, the constraints in the API usage and the changes in the API calls need to be laid out in
detail as they tremendously affect the related data collection activities in ICARUS. ICARUS will study
in further detail the API check-in process and will decide the degree to which it can be supported and
automated in D2.3.

Key Data Collection Consideration IV: Data check-out process
ICARUS has focused on the data collection activities and how data assets shall be checked in in its
platform, without at the moment paying particular attention on their decommissioning or deletion
that may happen, for example, when a data asset is no longer valid or its provider wishes to withdraw
it. However, such a decision has further repercussions in case a data asset that a provider wishes to
check-out is already part of active data contracts. To this end, the data check-out process shall be
examined in detail in collaboration with the data brokerage framework in D2.3. In any case, though, it
needs to be noted that the metadata of such a data asset need to contain information that the data
were deleted, and if they were archived, how and where an archival copy can be requested, while
ensuring the trusted destruction of the actual data.

Key Data Collection Consideration V: Data collection roadmap in ICARUS
As ICARUS acts as a multi-sided platform bringing together various stakeholders in the aviation data
value chain, the data collection activities need to proceed with careful planning in order to address
the imminent “chicken and egg” strategy problem that inevitably happens whenever the value
proposition to two separate groups (i.e. data providers and data consumers) is dependent on
penetration in the other. In collaboration with the exploitation and business cases development
activities in WP7, ICARUS shall sketch a thorough plan for data population and data maintenance,
starting from the data providers within the consortium and expanding to different data providers with
which ICARUS interacted during its external MVP activities. Such a plan is currently under discussions
and will be detailed in D2.3.
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3

Data Provenance

3.1 Background
Provenance originates from the French term "provenir" (to come from), which is typically used to
describe the curation process of artwork as art is passed from owner to owner. According to the
Oxford English Dictionary, provenance is defined as the source or origin of an object; its history and
pedigree; a record of the ultimate derivation and passage of an item through its various owners. With
its conceptual roots in the extensive studies performed in the past in the contexts of arts, literary
works, manuscripts, and sculptures (Cuzzocrea, 2015), provenance is typically associated with the
detection of the origin and the evolution of an object in time and consists in the lineage and derivation
of objects while contributing to determine any controversial ownership aspects (including whether an
object is genuine).
In particular, in computer systems, provenance is the documented evidence of the origin of a data
object and of the processes or agents that influence and lead the specific object to any particular state
in time (Pei & Ye, 2014). Concepts such as source tracking, lineage, and provenance have been
investigated in database research since the 1990s, and have been studied more intensively over the
past 15 years, partly due to the increasing importance of databases in scientific settings. According to
(Moreau et al, 2015), database research concerning provenance has focused on three high-level
questions: (a) How to define and manage provenance information for explaining database query
results; (b) How to model and manage provenance for databases as they evolve over time; (c) How to
manage and query provenance information obtained from other systems (e.g. workflow provenance)
within a database. Over the years, provenance has many applications in assessing the data quality,
data reliability, computational efficiency, security and forensic investigation, and storage reliability as
well as in performing data audits and establishing the copyright and ownership of data.
In general, the research background in provenance concurs in the need of appropriately representing
and effectively managing the provenance of any data resource and sharing it with the rightful
stakeholders. Provenance is often represented as contextual metadata describing the origin or source
of an object in order to describe: intention for use, manner of creation or evolution, history of
subsequent owners, and place/time of creation or evolution (Ding et al, 2011). In practice, such
metadata uniquely identify the source / owner of the data and trace the different transformations
that have been applied and led to its current, up-to-date status. To this end, directed acyclic graphs
are also employed in the bibliography (Danger et al, 2015) to denote the causal relationships between
individual nodes that represent data objects and actors while provenance inference techniques may
extract critical conclusions derived through any evidence or reasoning.
Taking into account the taxonomy proposed by (Zafar et al, 2017), provenance approaches can be
classified along multiple dimensions, such as:
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•

Provenance Capturing: structured, unstructured data collected at fine-grained or coarsegrained granularity level. In databases, for example, provenance data captured for tuple level
events are considered as fine-grained whereas provenance captured at relation/table level
are considered as coarse-grained. Fine-grained provenance contains the information of all
input data tuples along with the transformation process against every resultant tuple
produced.

•

Prospective and Retrospective Provenance: Prospective provenance captures computation
specifications containing the information about the steps to be taken to produce results. On
the other hand, retrospective provenance records the steps executed including the
environment settings deriving the results. Retrospective provenance contains more detailed
information about the process execution.

Over the years, different provenance models have emerged, including the following:
•

Open Provenance Model (OPM) (Moreau et al, 2011) designed to capture the causal
dependencies between the artefacts, processes, and agents. Therefore, a provenance graph
is defined as a directed graph, whose nodes are artefacts, processes and agents. An edge
represents a causal dependency, between its source, denoting the effect, and its destination,
denoting the cause.

•

Proof Markup Language (PML) (Da Silva et al, 2006), which provides metadata such as
authorship and authoritativeness of a source, and a detailed trace of inference rules applied.
Although originally developed to capture the information agents need to understand results
and to justify why they should believe the result, certain relationships, which capture notions
of Consequent and Antecedents to a proof step, the succession of which consists of a proof,
bear some strong similarity with the OPM concepts. It needs to be noted that the Proof
Markup Language eventually evolved to PROV (W3C Provenance Markup Language).

•

PROV Data Model (PROV-DM) (W3C, 2013b) which constitutes the conceptual data model that
forms a basis for the W3C provenance (PROV) family of specifications. PROV-DM is organized
in six components, respectively dealing with: (1) entities and activities, and the time at which
they were created, used, or ended; (2) derivations of entities from entities; (3) agents bearing
responsibility for entities that were generated and activities that happened; (4) a notion of
bundle, a mechanism to support provenance of provenance; (5) properties to link entities that
refer to the same thing; and, (6) collections forming a logical structure for its members.

•

Semantic Web Publishing Vocabulary (SWP) (Bizer, 2006), an RDF-Schema vocabulary for
expressing information provision related meta-information and for assuring the origin of
information with digital signatures. The Semantic Web Publishing vocabulary is designed for
information syndication processes in which information is passed through multiple
intermediaries.
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However, despite these examples, a comprehensive description of provenance at the attribute,
feature and dataset levels remains challenging. In addition, a number of provenance capturing tools
following such provenance models are provided in the bibliography, yet they typically focus on
relational database systems (Sheikh et al, 2018). In the past few years, different provenance
approaches on big data have also emerged, such as Arthur (Dave et al, 2013), Kepler (Crawl et al,
2011), HadoopProv (Akoush et al, 2013), KVPM (Kulkarni, 2013), Lipstick (Amsterdamer et al, 2011),
Newt (Logothetis et al, 2013), RAMP (Reduce And Map Provenance) (Park et al, 2011), Provenanceaware MongoDB (Chacko et al, 2016), Titian (Interlandi et al, 2018), WASEF (Gupta et al, 2015).
Adapting and extending the works by (Wang et al, 2015) and (Chacko & Kumar, 2017), the following
table presents an overview of such data provenance approaches on big data that have certain
limitations: (a) they typically limit capturing provenance to a specific big data engine and are not
reusable in other contexts; (b) they usually use external storage such as sharded databases or
distributed file systems to retain lineage information but they do not effectively handle the time and
space overhead during provenance capture; (c) they support coarse-grain or low data-rate collection
without recording environment information, which makes it difficult or impossible to reproduce the
workflow execution; and (d) focus on drill-down queries and data lineage building (tracing backward
from outputs). As aptly put by (Cuzzocrea, 2015), provenance of big data research is still in its
embryonic phase, and a lot of effort must still be invested in this area.
Table 3-1: Provenance approaches on big data adapting and extending the works of (Wang et al, 2015) and
(Chacko & Kumar, 2017)
Approach

Scope

Provenance Recording

Applicable Big

Provenance Usage

Data Engines
Arthur (Dave

Re-executing (part of) the

Through the execution

et al, 2013)

computation to produce the

logs, replaying the job

forward

lineage

in

backward

information

on

demand.

a

Spark

Spark-based

parallel run-time

Ad-hoc queries and
and
record

tracing

Kepler (Crawl

Provenance

inside

Parallel recording in a

Hadoop

Query

provenance

et al, 2011)

MapReduce jobs as well as

distributed fashion on a

through API and on

the provenance of non-

MySQL Cluster

MySQL

MapReduce workflow tasks.
HadoopProv

Provenance

capture

and

(Akoush et al,

analysis in MapReduce jobs,

2013)

minimizing

Parallel recording in

Modified

Parallel

query

files

Hadoop

through index files

Cassandra

Provenance

provenance

capture overheads.
KVPM

Provenance information is

Parallel recording in

(Kulkarni,

collected for both the data

NoSQL database, based

built using resource

on provenance policies

expressions and a set

2013)

query
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Approach

Scope

Provenance Recording

Applicable Big

Provenance Usage

Data Engines
and the data’s schema in a

of

Key-Value system.

operators

Lipstick

Graph-based representation

Parallel recording in

(Amsterdamer

of fine-grained provenance

files

et al, 2011)

for workflows.

Newt

Capturing and using record-

Through Capture API,

Hadoop and

Distributed

(Logothetis et

level data lineage to discover

typically stored in local

Hyracks

query

al, 2013)

and

SQL databases

resolve

errors

in

Pig Latin

predefined

Graph

operation-

based query

tracing

engine

that

federates the set of

analytics.

MySQL stores across
the cluster

RAMP (Reduce

Fine-grained

provenance

Parallel recording in

Extended

Backward

And

capture

tracing

files

Hadoop

provenance tracing

MongoDB

Provenance query as

Map

and

for

Provenance)

MapReduce workflows, by

(Park

wrapping Hadoop APIs.

et

al,

2011)
Provenance-

Why and how provenance

No additional recording

aware

capture of NoSQL databases

– reuse of information

any data query in

MongoDB

using logs generated by the

already existing in the

MongoDB

(Chacko et al,

database.

operation

2016)

log

of

a

NoSQL store

Titian

Fine-grained

data

(Interlandi et

provenance based on a

al, 2018)

Lineage

capturing

Spark

Interactive

data

design that minimizes

provenance

query

Resilient Distributed Dataset

the overhead on the

extending the Spark

(RDD) abstraction defining a

target Spark program

RDD

set of transformations and
actions

that

programming

model

process

datasets.
WASEF (Gupta

Where

and

et al, 2015)

provenance
databases.

why
on

data
NoSQL

Metadata recording in
NoSQL database

Cassandra

Provenance

queries

through the external
WASEF APIs

Additional, notable approaches on provenance that leverage different standards and emerging
technologies include: the Provenance Explorer (Cheung & Hunter, 2006), a visualization and access
control tool for provenance data based on semantic technologies and XACML for access control
definition; the SmartProvenance system (Ramachandran & Kantarcioglu, 2018) built on the Ethereum
blockchain along with Meteor framework, representing the data provenance trails using the Open
Provenance Model (OPM) and achieving privacy protection with the use of hashing and encryption;
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Ariadne (Glavic et al, 2013) designed to efficiently record provenance information for streaming data
in data analytics engines.

3.2 Metadata Standards State-of-the Art
Over the past years, a number of metadata schemas have emerged and evolved to meet the diverse
needs for retrieving, using and managing information resources. Such metadata schemas typically
address the descriptive metadata aspects to facilitate an information asset’s discovery and its lifecycle
management, without equally focusing on the data model or the schema of the information asset.
Different analysis of the state-of-the art in metadata standards (Milic et al, 2018; Ryhänena et al, 2014;
Shukair et al, 2013; Rodriguez et al, 2009; Charalabidis et al, 2009; Hunter & Lagoze, 2001; Lisowska,
2016; Neumaier et al, 2016) concur to the need for adopting the semantic definitions of a baseline
metadata standard and enriching them through application profiles to meet domain-specific needs.
Although many approaches in the international bibliography are generally associated with domainspecific initiatives (e.g. e-Government open data repositories), their findings are applicable to any
domain.
The metadata schemas that have been studied and compared to check their applicability in ICARUS
range from general-purpose, linked data- or open data-specific metadata standards to aviationfocused metadata standards based on their alignment to the ICARUS scope as follows:
•

Dublin Core Metadata Initiative (DCMI), a domain-agnostic and widely-used metadata
standard that can be put into use to describe any web resource. The Dublin Core Metadata
Element Set (Version 1.1) (Dublin Core Metadata Initiative, 2018b) is practically a vocabulary
of 15 core properties while the full specification of all metadata terms maintained by the
Dublin Core Metadata Initiative (2018a), including properties, vocabulary encoding schemes,
syntax encoding schemes, and classes, expands to the description of the following DCMI
Types: Collection, Dataset, Event, Image, InteractiveResource, MovingImage, PhysicalObject,
Service, Software, Sound StillImage, and Text.

•

Data Catalog Vocabulary (DCAT), a RDF-based vocabulary designed to facilitate
interoperability between data catalogs published on the Web. DCAT practically specifies three
main classes: dcat:Catalog that stands for a complete catalog; dcat:Dataset defining a
dataset within a catalog; and dcat:Distribution representing an accessible form of a
dataset (e.g. downloadable file, web service or API to provide the data). On the basis of DCAT,
the DCAT Application profile for data portals in Europe (DCAT-AP) (Joinup, 2017) has been
proposed for describing public sector datasets in Europe in order to enable a cross-data portal
search. Another profile of DCAT that has been proposed is the Asset Description Metadata
Schema (ADMS) (W3C, 2013a) which is focused on the description of semantic assets.

•

Vocabulary of Interlinked Datasets (VoID), an RDF Schema vocabulary that specializes on
metadata for linked RDF datasets for cataloguing and archiving purposes. VoiD provisions for:
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(a) General metadata in compliance with the Dublin Core metadata schema; (b) Access
metadata regarding how access to data can be ensured using various protocols; (c) Structural
metadata related to the structure and the schema of datasets for querying, and (d) Description
of links between datasets.
•

DataCite Metadata Schema is a list of core metadata properties chosen for an accurate and
consistent identification of a resource for citation and retrieval purposes, along with
recommended use instructions. The type of resources identified by DataCite include:
Audiovisual, Collection, DataPaper, Dataset, Event, Image, InteractiveResource, Model,
PhysicalObject, Service, Software, Sound, Text, Workflow, Other.

•

CKAN Domain Model that contains metadata for datasets and their associated ‘resources’
(i.e. files, APIs, etc.). Each dataset needs to have certain “core” metadata attributes, but may
be complemented by arbitrary additional metadata in the form of “extra” key/value
associations, and explicit relationships between datasets (such as depends on, child of,
derived from, etc.).

•

OGC Aviation Metadata Profile that sets high-level requirements for metadata in the aviation
domain based on two main aviation-specific sources: ICAO Annex 15 (13th Edition) and the
Aeronautical Data Quality rules. The metadata specified range from the identification of the
dataset, the classification of the respective aviation data, the reference geographic location,
the temporal reference, the quality and validity of the aviation dataset, any potential
constraint related to access and use, details for the organizations responsible for the
establishment, management, maintenance and distribution of aviation datasets, to metadata
on the metadata.

•

ISO 19115 (Geographic information -- Metadata) which defines the metadata schema
required for describing geographic information and services. The metadata included in ISO
19115 address the identification, the extent, the quality, the spatial and temporal aspects, the
content, the spatial reference, the portrayal, distribution, and other properties of digital
geographic data and services.

A detailed comparison of the related metadata standards (DCMI, DCAT, VoID, DataCite, CKAN,
Aviation Metadata Profile, ISO 19115) is provided in Annex II. Although there are many similarities
among the different metadata standards, mainly due to their relation to Dublin Core, there are
significant challenges to be addressed when trying to map the metadata standards (e.g. between the
CKAN-powered open data portals to the DCAT model).
In addition, (Rodriguez et al, 2009) summarize the different metadata requirements from
EUROCONTROL and ICAO as presented in the following table. It needs to be noted that aviation
metadata are generally based on ISO 19115 and an Aeronautical Information (AI) Metadata Profile is
currently under development (ADQ Regulators Working Group, 2018).

35 / 128

D2.1 – Data Management and Value Enrichment Methods

Table 3-2: Eurocontrol (left) and ICAO (right) Metadata Recommendations (Source: Rodriguez et al, 2009)

Additional metadata standards that are generally used, such as SIMS (Single Integrated Metadata
Structure) and ESMS (Euro SDMX Metadata Structure) used by the European Statistical System (ESS),
were identified, but were not analyzed further as they are not aligned to the ICARUS scope.
Finally, the W3C Best Practices (2017) to be used by data publishers and data consumers to overcome
the different challenges faced when publishing and consuming data on the Web were meticulously
studied in ICARUS and shall be put into use to facilitate interaction between data providers and
consumers.

Figure 3-1: W3C Data on the Web Best Practices Summary
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3.3 ICARUS Data Provenance Method
In ICARUS, provenance has a data-oriented scope and is considered from a coarse-grained perspective
at data asset level. Such a lightweight approach is adopted during the whole lifecycle of a data asset
in ICARUS (from its check-in to its sharing and disposal) in accordance with the ICARUS methodology
defined in the ICARUS Deliverable D1.2.
The ICARUS data provenance method aims at capturing and managing trustworthy data asset trails
that shall effectively detect the lineage and the derivation of data (esp. private data) in an immutable
manner. As depicted in the following figure, the ICARUS-relevant provenance information complies
with the W3C PROV Data Model and spans over 3 core axes:
•

The Agent Perspective: Who? Information about who published (and practically owns) a data
asset and who has consumed a free data asset or signed a data contract to obtain a private,
paid data asset needs to be formally kept in order to map the identity of all actors in the data
asset lifecycle.

•

The Artefact Perspective: Which? In order to avoid confusion in the terminology, ICARUS
adopts the following data-related terms:
o

Data Asset, an umbrella term for any dataset, its distributions and its extracts.

o

Dataset that refers to an identifiable collection of data, provided by a data provider and
available for access or download in one or more data distributions.

o

Multiple Data Distributions as specific forms (e.g. different formats) in which a dataset is
available, typically limited by some constraint such as spatial extent or temporal coverage.

o

Data Extract that contains sample data (up to 15 rows) of a dataset in a specific indicative
distribution.

o

Data Ciphertexts which encapsulate the data that are encrypted on a column basis in
accordance to the preferences of the data provider.

o

Data Bundles containing a combination of data assets needed to run a specific recipe
(workflow of algorithms) and visualizations that are appropriate for gaining insights on
the algorithms’ outcomes.

•

The Process Perspective: What? The potential “operations” and activities that are applicable
on a data asset, e.g. check-in, curate, map, request, draft a data contract, sign a data contract,
use/read (requesting the related decryption key whenever applicable), analyse, update /
evolve and dispose. Such activities may be performed by data providers and / or data
consumers.

•

The Underlying Timing Perspective: When? The time (start time, end time) at which any data
operation occurred as a core provenance characteristic in order to trace irregularities related
to data assets.

Since the provenance trails cannot refer to the actual data included in a data asset due to inherent
restrictions imposed from the ICARUS encryption schemes (as explained in section 4.3), the data assets
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values cannot be monitored and actual reproducibility of the data cannot be achieved (e.g. to view
intermediate data or to replay possibly alternative data processing steps on intermediate data), yet a
full history log of the actions related to the whole data asset will be diligently maintained.

Figure 3-2: ICARUS Data Provenance Schema
As part of the ICARUS provenance method, the Dataset Usage Vocabulary (W3C, 2016) will be also
applied, yet it will be clearly stated in the ICARUS platform terms of use that analytics related to the
usage of data assets are provided to the data providers, explaining in detail why and how information
is gathered from data consumers (without compromising their privacy and the analysis they perform
on their secure experimentation spaces).
In terms of storage, the provenance trails shall be decoupled from the original data assets that are
typically encrypted in the ICARUS platform, and shall accompany the asset’s metadata (in alignment
with the ICARUS metadata schema described in section 3.4).

3.4 ICARUS Metadata Schema
Taking into account the DCMI Abstract Model (Dublin Core Metadata Initiative, 2018c), as well as the
metadata schemas mentioned in the previous paragraphs and the common data profiling template
presented in ICARUS D1.1, the ICARUS metadata schema (or the ICARUS Application Profile in the
DCMI terminology) has been defined along the following categories:
•

Core Metadata encapsulating the basic information accompanying a data asset, e.g. a unique
identifier for the data asset following specific naming conventions, the title by which the data
asset is formally known and a brief (free-text) description of the data asset.

•

Semantic Metadata referring to semantic annotations for the data asset, as well as its
mapping to the ICARUS data model and its linking to other data assets.
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•

Distribution Metadata that provide a better understanding for the availability of a data asset,
define its accessible forms and allow for retrieving certain data asset extract (as defined by
the data asset provider).

•

Sharing Metadata shedding light on the rights and the policies associated to a data asset, and
keeping track of the sharing agreements that have been made and registered in ICARUS.

•

Preservation Metadata presenting the quality assessment of a data asset, as well as
information related to its provenance.

Figure 3-3: ICARUS Metadata Schema Overview
In detail, in accordance with Dekkers et al (2014), the ICARUS metadata schema establishes and
defines data elements and the rules governing the use of data elements to describe any data asset in
ICARUS. The different metadata properties that appear per category are depicted in Figure 3-3 and
Table 3-3 and are intended for use in the different architecture tiers of the ICARUS platform that are
described in D3.1.
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Table 3-3: ICARUS Metadata Schema Details
Category
General

Metadata

URI

Description

Type

Cardinality

Origin

Identifier

dct:Identifier

An unambiguous reference to a data asset in the

Identifier

1..1

DCMI

Text

1..1

DCMI

Text

1..1

DCMI

Code

1..1

DCAT-AP

Text

1..N

CKAN

Name

1..1

DCMI

Name

0…1

DCMI

DateTime

1…1

DCMI

Information

context of ICARUS.
Title

dct:Type

The name of the data asset by which it can be easily
identified.

Description

dct:Description

A brief overview that acts as an account of a data
asset’s contents.

Core Metadata

Category

skos:Concept

A classification of the data asset to 1st Tier (Primary
Aviation), 2nd Tier (Extra-Aviation & Linked Open
Data) and 3rd Tier (Aviation-derived Data).

Tags

icarus:Tags

A list of pre-defined keywords, concepts and / or
arbitrary textual tags associated with a data asset.

Source

dct:Source / foaf:Agent

An entity (e.g. organization, individual or service) from
which the data asset originates.

Publisher

Date Available

dct:Publisher

/

An entity responsible for making a data asset available

foaf:Agent

in ICARUS.

dcterms:issued

The date when a data asset became or will become
available in ICARUS, using an encoding scheme, such
as the W3CDTF profile of ISO 8601.
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Category

Metadata

URI

Description

Type

Cardinality

Origin

Date Modified

dcterms:modified

The date when a data asset was last changed, using an

DateTime

0…1

DCMI

Measure

1..1

-

Code

1..1

-

Code

1..1

DCMI

Code

1..1

-

Code

0..1

DCMI

encoding scheme, such as the W3CDTF profile of ISO
8601.
Features

Volume

icarus:Volume

The scale / amount of data within a data asset, e.g. X
GBs / records / transactions in total or per hour / day
/ month.

Variety

icarus:Variety

The different forms of the data in terms of being
considered as Structured, Unstructured or Semistructured.

Type

dct:Type

The nature or genre of the data asset using a
controlled vocabulary, such as the IANA Media Types
(referring to Text, Image, Video, Audio).

Velocity

icarus:Velocity

The speed with which the data asset becomes
available in ICARUS, i.e. Streaming, Real-time, Near
Real-time, Micro-Batch, Batch.

Historical Data

icarus:Frequency

Frequency

The rate at which the historical data have been
collected according to a controlled list, i.e. Hourly,

DCAT-AP

Daily, Weekly, Monthly, Yearly, other.
Temporal
Coverage

dct:temporal

A named period, date, or date range that the data

DateTime

asset covers.

Duration

/
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Category

Metadata

URI

Description

Type

Cardinality

Origin

Spatial

dct:spatial

Named places or locations to which the data asset

Code

1..1

DCMI

Code

1..1

DCMI

Code

1..1

-

Code

1..N

DCMI

Text

0..1

DCMI,

Coverage

refers, using a controlled vocabulary such as the
Thesaurus of Geographic Names [TGN].

Language

dct:language

The language of the data asset, use a controlled
vocabulary such as RFC 4646 / Language of the
metadata composed of an ISO639-2/T three-letter
language code and an ISO3166-1 three-letter country
code.

Availability

Accessibility

icarus:access

Method

The method by which a data asset is accessible to a
data consumer, e.g. through API, as a downloadable
file, as database extract, other.

Format

dct:format

The file format of a data asset, using a controlled list,

Distribution Metadata

e.g. csv, xml, json, other.
Accrual Method

dct:AccrualMethod

The method by which up-to-date data are added to
the data asset, if applicable.

Accrual

dct:AccrualPeriodicity

Periodicity
Download URL

The frequency with which up-to-date data are added

DCAT
Measure

0..1

to the data asset, if applicable.
dcat:downloadURL

A URL that is a direct link to a downloadable file in a

DCMI,
DCAT

Text

1..N

DCAT

Text

1..1

VoID

given format.
Data Asset
Extract

Data Preview

icarus:Preview

A description of the sample (even fabricated) extract
provided for a data asset.

42 / 128

D2.1 – Data Management and Value Enrichment Methods

Category

Metadata

URI

Description

Type

Cardinality

Origin

Sample Format

icarus:sampleFormat

The file format of a data asset sample extract, using a

Code

1..1

-

controlled list, e.g. csv, xml, json, other.
Sample Volume

icarus:sampleVolume

The scale / amount of data within a data asset sample.

Measure

1..1

-

Access URL

dcat:accessURL

A URL that gives direct access to the distribution of a

Text

1..1

DCAT

Name

1..1

DCMI

Code

1..1

-

Text

1..1

DCMI

N.A.

0...N

-

N.A.

0..N

-

data asset sample extract.
Rights

Rights Holder

dct:rightsHolder

A person or organization owning or managing rights
over the data asset and acting as the data provider.

Privacy

icarus:Privacy

The desired visibility of a data asset, i.e. Confidential
(not to be shared), Proprietary/Private (to be shared

Sharing Metadata

with appropriate licensing), Public (available to all).
License

dct:license

The legal statement / terms giving official permission
to a data asset in each case or on a case-by-case basis,
e.g. CC Attribution-NonCommercial-ShareAlike (CC
BY-NC-SA), or Bilateral Agreement.

Sharing Agreements

Detailed information for the data sharing agreement
between a data provider and a data consumer
facilitated through ICARUS and written in the ICARUS
Blockchain Engine, as defined in D2.2.

Policies

A set of policies associated with a data asset,
according to section 4.2 and to be further detailed in
D2.3.
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Category

Metadata

Data Asset

Mapping

Model

ICARUS

to

URI

Description

Type

Cardinality

Origin

icarus:Mapping

The mapping of the data asset to the ICARUS data

Text

1..N

-

Text

1…N

DCMI

Text

0..N

DCMI

Text

0..N

DCMI

Text

1..N

-

Text

1..N

-

data

model stored offline and used for the transformation

model
Version

of the data.
dct:version

The version of the mapping of the data asset to the
ICARUS data model

Standards

dct:conformsTo

A standard or any other specification to which a data
asset conforms.

Linked to Other

dct:relation

Semantic

Sources

The external data assets to which a data asset is linked
(at model / schema level). Note: the related data
assets to which a data asset may be linked (at model /
schema level) in ICARUS are dynamically provided.

Data Asset

Column Title

icarus:ColTitle

Schema

The title of each column included in a data asset’s
schema

Column

icarus:ColDescription

Description

A brief overview that acts as an account of a data
asset’s column.

Column Type

icarus:ColType

The nature of a column using a controlled vocabulary.

Code

1..N

-

Column Tags

icarus:ColTags

A list of pre-defined keywords, concepts and / or

Text

1..N

-

arbitrary textual tags associated with a data asset’s
column.
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Category
Quality

Metadata

URI

Description

Type

Cardinality

Origin

Accuracy

icarus:Accuracy

A collective assessment/measurement by data

Value

1..1

-

Value

1..1

-

Code

1..1

-

0..1

-

consumers within ICARUS of a data asset’s correctness
and precision, e.g. whether the dataset is error-free.
Completeness

icarus:Completeness

The degree to which a data asset is sufficient in scope
and depth.

Preservation Metadata

Veracity

icarus:Veracity

The degree to which a data asset is free of bias, using
a controlled list, i.e. Raw Data asset, Pre-processed
Data asset, Anonymized Data asset, Processed Data
asset, Synthetic Data asset.

Timeliness

Provenance

Agent

icarus:Timeliness

icarus:Agent

A date or a period range during which a data asset is

DateTime

/

considered as valid and up-to-date.

Duration

The agent who is responsible for a specific provenance

Text

1..N

-

Text

1..N

-

0..1

-

process to be recorded.
Process

icarus:ChangeActivity

A log of all changes in the data asset since its initial
publication that are significant for its authenticity,
integrity, and interpretation.

Date Valid

icarus:DateChanged

A date or a period range during which a provenance

DateTime

change is valid / happens.

Duration

/
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It needs to be noted that, as implied in the previous sections, the data providers may be the sources
or the publishers of data assets, yet they are always considered as the IPR holders of the respective
data assets.
As noticed in the table above, specific controlled vocabularies (in terms of thesauri, taxonomies and
standardised lists of terms) will be extensively used for assigning values in a standardized,
homogeneous manner to certain metadata properties. In alignment with the DCAT requirements for
Application Profiles, such controlled vocabularies should be published under an open licence; be
operated and/or maintained by an institution of the European Union, by a recognised standards
organisation or another trusted organisation; be properly documented; have labels in multiple
languages, ideally in all official languages of the European Union; contain a relatively small number of
terms (e.g. 10-25) that are general enough to enable a wide range of resources to be classified; have
terms that are identified by URIs with each URI resolving to documentation about the term; have
associated persistence and versioning policies.

3.5 Key Considerations for ICARUS Data Provenance
In the previous paragraphs, the ICARUS positioning in respect to data provenance has been described
and is accompanied by a solid metadata schema that aims at capturing the essence of the data assets
that are checked in in ICARUS during their lifecycle. Since provenance in big data contexts is often all
about finding the appropriate balance, a set of key considerations emerge and provide food for
thought for the next steps of the ICARUS project implementation (especially for D2.3):

Key Data Provenance Consideration I: Efficient metadata lifecycle management
In order to leverage the advantages of a well-defined metadata schema as proposed in section 3.4,
the following rules shall be enforced and applied in ICARUS:
•

Accurate and appropriate metadata need to accompany any data asset according to the
ICARUS metadata schema.

•

All metadata in ICARUS need to be effectively managed to ensure their availability, quality,
timeliness and persistence.

•

The lifecycle of the metadata accompanying a data asset will be extended in comparison to
the lifecycle of the data asset per se in ICARUS since certain metadata will be kept after a
public or private data asset has been removed / withdrawn from ICARUS by its data provider.

•

Separation of concerns between the storage of the accompanying metadata (at the different
categories) and the (encrypted) storage of the corresponding data asset needs to be ensured
and appropriate links will be established to facilitate management of data assets.
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Key Data Provenance Consideration II: Minimal intrusive provenance
Based on the state-of-the art analysis presented in section 3.1, it becomes evident that capturing
provenance is not free of cost and certain provenance decisions (e.g. fine-grained, at data level) may
severely impact performance due to intrusiveness. The ICARUS data provenance method is designed
to be minimally intrusive and lightweight yet managing the provenance lifecycle from provenance
collection and provenance storage, to provenance query and analysis, shall still impose certain
provenance overhead that needs to be effectively handled.

Key Data Provenance Consideration II: Storage overhead
Although ICARUS shall be handling big data and scalable storage is to be ensured by design, the
metadata schema and the provenance approaches to be adopted pose significant storage overhead.
Since traditional compression techniques are inapplicable to overcome the provenance storage
overhead (e.g. as it will not remain query-able (Xie et al., 2012)), different approaches to minimize
storage overhead shall be considered, e.g. de-duplication of information, creation of reference links
to original data, provenance pruning (Zafar et al., 2017).
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4

Data Safeguarding

4.1 Background
Our world is currently inundated with headlines about the consequences of actual or alleged data
breaches in technology platforms and across different industrial players which makes every individual
and enterprise more and more aware of the risks lurking around their personal and commercial
information when shared online. Controlling and managing access to sensitive data has been an
ongoing challenge for decades due to the numerous technical, legal, organizational and ethical issues
arising (among others). In principle, data security is related with identification (in terms of securely
claiming an identity), authentication (for verifying an identity), and authorization (that makes access
decisions based on an identity), with the two latter being often characterized as the yin and yang
aspects.
In order to protect the underlying data assets and the affected entities from any potential abuse, harm
and neglect, different techniques and measures that range from data encryption, anonymization and
isolation to reliable access control, multi-factor authentication and privacy preservation can be
applied. In ICARUS, ensuring trust in the aviation data value chain to be facilitated through its platform
is instrumental, and is tightly related to data safeguarding which is viewed under a 3-fold perspective
consisting of Access Control, Data Encryption and Anonymization as depicted in the following figure.

Figure 4-1: ICARUS Data Safeguarding Perspectives
In this context, it needs to be noted that data sovereignty is another term coined by IDS (2017) to
define a natural person’s or corporate entity’s capability of being entirely self-determined with regard
to its data, yet it is not broadly accepted in the bibliography, thus it is not yet adopted in ICARUS.

Access Control.
Access control is a generic term that denotes the selective restriction of access to critical or valuable
resources, encompassing authorization mechanisms (in a narrower view) and authentication
mechanisms (from a broader view). In general, the entities in terms of users and / or organizations,
that may access and perform certain actions / operations on the system, are called subjects, while the
resources (e.g. files, system components) to which access needs to be regulated are called objects.
The rights of a subject to access any such object are typically expressed through access control policies,
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which are modelled when the object becomes available and evaluated at access request time against
the current access context.
Access control has engaged practitioners from the early computing days, i.e. in 1960s-1970s when the
Discretionary Access Control (DAC) and Mandatory Access Control (MAC) models initially appeared.
Since then, access control has evolved into more sophisticated models to handle more effectively and
flexibly the different requirements and needs of different stakeholders (Majumder et al, 2014; Paci et
al, 2018) with Attribute-Based Access Control (ABAC) representing its latest milestone. In brief, the
following access control mechanisms have appeared in the bibliography over the years:
•

Role-based access control (RBAC) which permits access to an object based on the subject’s
role and their job responsibilities within an organization.

•

Organization-based access control (OrBAC) that defines policies for and by an organization to
control whether a subject has the permission to realize some action on a certain object (Kalam
et al, 2003).

•

Rule-based access control (RAC), according to which access to resources is allowed or denied
based on a set of rules defined by a system administrator (Li et al, 2005).

•

Attribute-Based Access Control (ABAC) which, according to NIST (Hu et al, 2013), is an access
control method where subject requests to perform operations on objects are granted or
denied based on assigned attributes of the subject, assigned attributes of the object,
environment conditions, and a set of policies that are specified in terms of those attributes
and conditions.

•

Gateway-based access control (GBAC) that enables the users in a private cloud to access
resources of other collaborative private clouds transparently, dynamically and anonymously.

•

Provenance Based Access Control (PBAC) wherein the access control decisions are made
based on a set of assertions about provenance traces (Pei & Ye, 2014).

Taking into account the complexity in associating access capabilities directly to users or their roles or
groups and the insufficient expression of real-world access control policies by the majority of the
access control mechanisms, the literature review concurs that ABAC is a recommended access control
model for promoting information sharing between diverse and disparate organizations since its
policies are limited only by the computational language and the richness of the available attributes
(Hu et al, 2013).
With regard to attribute-based access control standards, different languages have emerged over the
years:
•

eXtensible Access Control Markup Language (XACML) Version 3.0 (OASIS, 2018), a generalpurpose access control policy language for expressing information system security policy.
Based on XML, XACML takes its authorization decisions considering different attributes of the
subject and the resource while it also effectively models the different actions and the
environment.
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•

Next Generation Access Control (NGAC), an access control standard comprised of basic
elements, containers, and configurable relations. NGAC specifies and enforces a wide variety
of policies over distributed systems, expressed through configurations of relations of four
types: assignments, associations, prohibitions (i.e. user-deny, user attribute-deny, and
process-deny), and obligations.

•

Security Assertion Markup Language (SAML) [Hughes and Maler 2005], also developed by
OASIS, provides a standardized markup language for the exchange of attribute-based
authorization and authentication information between different stakeholders.

•

Enterprise Privacy Authorization Language (EPAL) proposed by IBM (Ashley et al, 2003) to
encode privacy policies. An EPAL policy is similar to access control rules or permissions that
can be enforced by an enforcement engine. EPAL is also based on XML and uses a set of
attributes called vocabularies.

XACML and NCAG are generally considered as the most popular ABAC standards. As pointed out by
(Ferraiolo et al, 2016), though, both standards have similar goals of providing a standardized way for
expressing and enforcing vastly diverse access control policies, yet they significantly differ with regard
to how access control policies and attributes are specified and managed, and how decisions are
computed and enforced. However, as XACML is implemented in XML, it inherits its benefits and
drawbacks; for example, although flexible and expressive, XACML is often criticized as complex
verbose, with limited readability for many different policies, and as lacking formal semantics for policy
combination algorithms (Moniruzzaman et al, 2010; Danger et al, 2015). Many XACML authorization
engines have been proposed (e.g. WSO2 Balana1, FIWARE AuthzForce2) and often leverage blockchain
(Maesa et al, 2017; Sukhodolskiy et al, 2018), yet a trade-off between flexibility, expressivity support
and efficiency is always noted (Verginadis et al, 2017). Finally, despite the overall work that has been
performed over the last years in ABAC, a number of problems remains largely unexplored, such as
delegation, administration, auditability, and scalability (Servos & Osborn, 2017).

Data Encryption.
Data encryption broadly aims at ensuring that data assets are kept safe when sent, from sender to
recipient without interference from third parties, without any leakages and eavesdropping over the
communication and when stored. As part of cryptography, the data encryption/decryption process
has been developed to provide security for the senders and receivers to transmit and receive
confidential data through an insecure channel.
Data encryption has attracted significant interest over the years, especially in highly confidential
domains, such as government, banking and military, and a number of cryptographic techniques have
been developed and can be classified into (Van Houtven, 2017):

1

https://github.com/wso2/balana

2

https://github.com/authzforce
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•

Symmetric Encryption, also known as single-key or public-key encryption, which utilizes only
one key to encrypt as well as decrypt. Based on the amount of data processed, symmetric
encryption is divided into: block cipher (in which the data are formed into blocks or data
groups with certain data lengths in a few bytes, so in a single encryption or decryption process
the incoming data have the same size), and stream cipher (where the data are divided into
single bits or sometimes in a byte, so the data format is a stream of bits that needs to be then
encrypted and decrypted).

•

Asymmetric Encryption that utilizes two different keys for encryption and decryption, namely
public key and private key. Anyone can encrypt a message but only the legitimate person can
decrypt the message by using its own private key. Public keys are publicly distributed since
they can be used only for encrypting the message while the private keys are kept confidentially
by the user.

In the aviation domain, end-to-end encryption techniques have been indicatively applied on ADS-B
data (Wesson et al, 2014; Finke et al, 2013), and ACARS data (Yue et al, 2010).
The following table presents a set of remarks for each encryption family and lists the typical algorithms
found in the bibliography per category.
Table 4-1: Symmetric vs Asymmetric Encryption
Algorithm Family

Remarks

Typical Algorithms

Symmetric Encryption

+

High performance

o

DES, TDES

+

High operating speeds

o

AES

+

Usable in real time systems

o

Blowfish

+

Less required memory

o

IDEA

−

Difficulty in key management, in sharing the

o

SHA1, MD5

symmetric key between sender and receiver
Asymmetric Encryption

+

High security level

o

RSA

+

Work intensive to decrypt in one direction and

o

DSA

nearly impossible to decrypt in the other direction

o

Diffie-Hellman

+

No need for key exchange

−

Low performance

An indicative comparison between symmetric encryption algorithms, namely DES, TDES, AES and
Blowfish, is included in the following table by (Agrawal & Mishra, 2012):
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Table 4-2: Comparison of Symmetric Encryption Techniques (Source: Agrawal & Mishra, 2012)

Additional techniques related to big data security and privacy that have appeared in the bibliography
(Bao et al, 2018) include:
•

Attribute-Based Encryption (ABE) introduced by Sahai & Waters (2005), which allows a data
provider to encrypt a file based on a certain policy and a public key. Both the key and the
ciphertext are labeled with a set of attributes bound to the identity of the data consumer,
thus ABE practically provides a one-to-many encryption scheme with ability to perform data
encryption and decryption defined over certain descriptive attributes (Cui et al, 2018). When
the data encrypted with a certain policy are downloaded, they can be only decrypted if the
attributes of the data consumer’s key satisfy the underlying policy. Traditional ABE are
categorized into two types, namely ciphertext-policy Attribute-Based Encryption (CP-ABE) in
which the access protocols are embedded with homologous ciphertexts and key-policy
Attribute-Based Encryption (KP-ABE) in which the access protocols are related to the private
keys of users. Despite the flexibility that ABE schemes generally provide in terms of
expressiveness of the access policies, the size of the generated ciphertexts and the time that
is required for decryption significantly grow as the access formula (i.e. the underlying policy)
becomes more complex. In such ABE schemes, the revocation of a misbehaving user can be
also efficiently managed as it only requires the revocation of the unique key of the
misbehaving user while the keys of the rest users remain the same. However, the revocation
process remains a challenging problem even in this case since each attribute possibly belongs
to multiple different users, whereas in traditional PKI systems public/private key pairs are
uniquely associated with a single user.

•

Homomorphic Encryption (HE) that was first introduced by Rivest et al (1978) directly operates
on the ciphertexts of data, yet without decrypting them and without influencing the
computing results. Such encryption schemes can be roughly found as: semi-homomorphic
encryption (SHE) that only supports partial operations (such as addition or multiplication) and
fully homomorphic encryption (FHE) that supports calculation of arbitrary polynomial. Over
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the past years, the SHE schemes have been gradually replaced by FHE schemes although many
FHE schemes (e.g. proposed by Brakerski et al, 2014 and Zhang et al, 2017) have been used to
Big data secure and privacy processing. Searchable encryption can be also considered as a
similar type of encryption where a user may search for ciphertexts whose decryption satisfies
certain criteria without decrypting those ciphertexts and retrieve a collection of ciphertexts.
•

Secure Multiparty Computation (SMC) that allows multiple parties to calculate a function in a
distributed platform / environment while keeping their own data private, on their premises
(multiparty.org, 2018). When the computing is finished, all parties are provided with the
correct analysis results, but can only access their own data and results. Even if there are
dishonest parties in such a computation, the results of honest parties will not be influenced.
Based on SMC, many researchers such as Sarhan & Carr (2017), Bogdanov et al (2016) and
Lapets et al (2016) have proposed novel schemes for applying different secure data analytics.

Looking at the big data landscape, very few academic works have actually tried to tackle the security
and privacy manner in a systematic way according to a recent literature review (Nelson & Olovsson,
2016). Most works typically use different types of encryption and access control that, despite their
underlying challenges, have proven their credibility and maturity in increasing trust of the users, while
very few papers apply homomorphic encryption and secure multiparty computations that seem to still
have a lot of ongoing research in order to prove their efficiency.

4.2 ICARUS Data Access Control Method
The purpose of the ICARUS Data Access Control method is to define declaratively and deterministically
the authorization policies for permitting or denying access requests to any data asset available in the
ICARUS platform, in real-time. By effectively managing the whole policy lifecycle, such a method serves
a dual purpose: to prevent unauthorized disclosure to private data assets (confidentiality) and any
intentional or accidental unauthorized changes to data assets (integrity).
In ICARUS, access to data assets will be regulated through Attribute-Based Access Control (ABAC)
policies, based on the XACML standard, that allow the data providers to protect and share their data
assets, even when they do not have any prior knowledge of the potential individual data consumers
in the aviation data value chain. A proper separation of concerns between policy specification and
policy enforcement shall be effectively pursued, while arbitrary attributes in policies will be
dynamically enforced.
In general, all XACML policies are expressed through:
•

A Policy that refers to single access control expressed through a set of Rules, or

•

A PolicySet, which acts as a container that can hold other Policies or PolicySets, as well as
references to policies found in remote locations.
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Since a Policy or PolicySet may contain multiple policies or Rules, each of
which may evaluate to different access control decisions (Permit, Deny,
NotApplicable, or Indeterminate), XACML reconciles such individual
decisions to arrive at an authorization decision through a collection of
Combining Algorithms (Rule-combining algorithms or Policy-combining
algorithms). Indicative examples of standard combining algorithms are:
Deny-overrides (Ordered and Unordered), Permit-overrides (Ordered and
Unordered), First-applicable and Only-one-applicable. In ICARUS, the Deny
Overrides Algorithm (according to which if any policy / rule evaluation
returns Deny, then the final result is also Deny) shall be typically put into
use.
The rule template according to which the data access control policies shall
be modelled complies with the following expression:

Figure 4-2: XACML Syntax to
be applied in ICARUS (Ferraiolo
et al, 2016)

[subject] with [context expression] has [authorisation] for [action] on [controlled
object]

Where:
Subject

represents any representative of an organization in the aviation data value chain that has

been uniquely identified and authenticated;
Authorization determines whether access is granted or not;
Action

consists of the operations to be performed on the resource, such as Read-only in ICARUS or

Download locally once or Always download locally, and needs to be always aligned with the data
asset’s license;
Controlled object

refers to any data asset available in ICARUS (ranging from datasets and datasets

extracts to algorithms and intelligence reports);
Context expression

may include a combination of a number of attributes that are presented in the

following table along the following categories:
•

Subject Attributes for the user who issued a data asset request.

•

Object Attributes related to the data assets for which access is sought, such as their metadata,
their actual contents, or the existence of an active data contract between its provider and the
subject.

•

Environment Attributes derived from: (a) the current state of the system’s environment, (b)
the current session of a user, and (c) configuration settings applicable to the whole system
which are either manually set by an administrator or by some automated process.
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Table 4-3: ICARUS Data Access Control Attributes
Attributes Type

Indicative Attributes

Subject Attributes

Type of organization represented; Name of organization represented; Country
of origin; Job title; Role; Security clearance; Trust level

Object Attributes

Data Asset metadata according to section 3.4; Actual contents (referring to
temporal and spatial coverage for encrypted data assets); Data contract
metadata

Environment Attributes

(a) Current time, day of the week, number of users logged in; (b) User’s IP
address, location, current session length, number of access requests made; (c)
threat level (e.g., different policies could be used depending on whether or not
the system was likely to be attacked), minimum trust level (e.g., the minimum
amount of trust required for a user to access the system)

Such attributes are specified in XACML as name-value pairs, where attribute values can be of different
types (e.g., integer, string). An attribute name/ID denotes the property or characteristic associated
with a subject, resource, action, or environment.
It needs to be noted that further aviation-related knowledge will complement Table 4-3 and will be
fused in the access control policies in order to decide whether to permit, or deny, any data asset
request and will be presented in D2.3 “Updated ICARUS Data Management, Analytics and Data Policy
Methods”.
In brief, the ICARUS data access control policy lifecycle consists of the following phases:
•

Phase I: Definition during which all policies associated with a data asset are modelled at checkin time by the data provider.

•

Phase II: Storage which is responsible for securely storing the data access policies.

•

Phase III: Enforcement that evaluates the different access control policies associated with a
data asset and takes decisions on whether to grant access to a data consumer.

•

Phase IV: Reuse which potentially allows data providers to reuse the data access control
policies defined for their data asset to other data assets they know, by packaging them as
Policy Sets.

•

Phase V: Evolution allowing for frequent updates of policies to address changing priorities and
threats.

•

Phase VI: Disposal which efficiently handles the removal of an access control policy
(individually or as a batch at data asset level) taking into account the consistency of the related
access policies (especially for the same data asset and for the same PolicySet).

Taking into account the XACML data flow defined in (OASIS, 2018), the ICARUS data access control
method to be applied in ICARUS is built on the main functional points: the Policy Enforcement Point
(PEP), the Policy Decision Point (PDP), the Policy Information Point (PIP), and the Policy Administration
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Point (PAP), which function together to provide access control decisions and policy enforcement. In
practice, different workflows depending on the phase of the policy lifecycle are anticipated to be most
frequently encountered in ICARUS as depicted in the following figure.
Workflow I: At data asset check-in time (Related Policy Lifecycle Phases: I and II)
In the PAP, the data provider defines the policies and policy sets that are related to the data asset that
is checked in in the ICARUS platform at the given moment. For example, the data provider may define
that “no airline will access the data asset” or that “only company X and Y can access the data asset”
or that “only airlines from Greece or Cyprus can access the data asset”. The PAP is responsible for
checking and ensuring the consistency of the access policies and policy sets defined for a data asset,
for converting them into an XACML canonical form and for storing them in the PIP. PIP stores the
arbitrary attributes of the policies and policy sets defined by the respective data provider and thus
considered as trusted for the specific data asset.
Workflow II: At data query time (Related Policy Lifecycle Phase: III)
When a data consumer (representing company Z) implicitly requests access to a data asset through a
query submitted to the ICARUS platform, e.g. he/she requests for “flight schedule data” and a
potential result could be the “Europe flight schedule data for 2018” provided by OAG. Prior to
returning the specific data asset in the list of results in the platform, the policies associated to it need
to be resolved and access needs to be granted or denied.
The entire process involves the creation of a request for access to the respective data asset to the PEP
that transforms it in an XACML canonical form and forwards it to the PDP. The PDP collects the the
policies / policy sets related to the specific data asset from the PIP and the values of the related
attributes of the subjects, resource, action, and environment. At this stage, it is crucial that all
attributes related to the affected policies and their values are globally accessible and tamper proof
since the PDP may request to search the PIP for additional attributes if the attributes of the request
are not sufficient for rule and policy evaluation. The PDP evaluates the policy and returns the response
context (including the authorization decision) to the PEP. The PEP fulfils the obligations by permitting
or denying access to the data asset.
For example, if the only rule that was evaluated for the “Europe flight schedule data for 2018”
provided by OAG was that “no airline will access the data asset” and the data consumer was the
Athens International Airport, then access would be permitted and the AIA representative would be
able to navigate to the data asset, check its extract and eventually buy it.
It needs to be noted that XACML also includes the concepts of obligation and advice expressions: An
obligation optionally specified in a Rule, Policy, or PolicySet is a directive from the PDP to the PEP on
what must be carried out before or after an access request is approved or denied. Advice is similar to
an obligation, except that advice may be ignored by the PEP. In the above workflow, thus, a potential
obligation could be that the respective data provider is notified whenever a data consumer has tried
to access a data asset he/she owns, but failed, while a potential advice to the data consumer could
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take the form of hints why access to an additional data asset (that could be potentially available) was
denied.

Figure 4-3: ICARUS Data Access Control Basic Workflows
Additional, similar workflows (mainly involving the PAP and the PIP) can be anticipated: (i) when a
data provider packages the policies defined for a data asset to a Policy Set in order to be reused for
other data assets that are to be uploaded (Related Policy Lifecycle Phases: IV and II), (ii) when a data
provider updates the policies associated to his/her data asset in order to make more/less restrictive
the data access, according to his/her preferences and commercial interests (Related Policy Lifecycle
Phases: V and II), and (iii) when the policies related to a data asset are to be deleted, either 1 by 1 (if
only a specific policy is not valid anymore) or at batch level (e.g. when a private data asset is no longer
to be shared, but only for confidential use or when it is generally removed from the ICARUS platform).
Through the overall ICARUS data access control method, the separation of concerns between the
access decision and the point of use shall be effectively ensured. By providing the opportunity to data
providers to update the access policies on the fly and affect all potential data consumers immediately,
it is also expected that the risk of unauthorized access to data assets will be significantly reduced, if
not eliminated.
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4.3 ICARUS Data Encryption Method
The purpose of the ICARUS Data Encryption method is to ensure that the data assets shall be securely
transmitted: (a) from the data providers’ premises to the ICARUS platform and (b) from the ICARUS
platform to the data consumer and the ICARUS secure experimentation spaces, as well as (c) stored
in the ICARUS platform, without any alterations and only the authorized data consumers (who have
an active data contract in the case of private data) shall be able to access and use the data asset. In
ICARUS, a promising data encryption approach is put into use to protect the business confidentiality
of the data assets and increase trust of the aviation stakeholders who are particularly sceptic to any
data sharing approach to the ICARUS platform.
The ICARUS encryption method shall be based on a dual encryption approach bringing the best of
breed from the symmetric encryption and the SSL worlds as follows:
o

Symmetric key encryption for the data assets is considered as the most efficient solution for
the aviation industry needs and the ICARUS scope, taking into account that huge amounts of
data typically increase the security load and symmetric key encryption will not slow down the
performance of the ICARUS platform as a whole.

o

Secure SSL handshakes in order to securely share the symmetric key between: (a) the data
provider and the data consumer, and / or (b) the data provider and the secure
experimentation space of the data consumer in the ICARUS platform.

With the rapid advances in the cryptographic technology, it is generally challenging to choose which
encryption algorithm is the most appropriate to use in each context, yet at the moment, the ICARUS
consortium is oriented towards utilizing the AES256 symmetric key encryption algorithm.
In brief, the typical encryption-decryption workflow that will be followed in ICARUS anticipates the
following three main phases:
Phase I. Symmetric Key Encryption
In practice, at data check-in time, a data provider decides whether and which columns of a data asset
that shall become available in the ICARUS platform will be encrypted. It needs to be noted that in
order for the ICARUS platform to seamlessly execute queries with a temporal and spatial restriction,
it is mandatory that certain selected columns (that in any case do not reveal any business-critical
information) will always remain unencrypted.
The data asset is actually encrypted at the premises of the data provider with the help of a locally
generated symmetric key. The emerging data ciphertext is then transmitted and stored in an
encrypted form in the ICARUS core platform to avoid both certain attacks and privacy breaches.
The ICARUS platform on its behalf cannot decrypt the data asset ciphertext (since it is not aware of
the secret key that was used by the data provider for the encryption) and the actual data always
remain private (even in the extremely unlike situation that the ICARUS platform was corrupted from
internal and external attacks).
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Phase II. Access to Data Ciphertext
A data consumer who is confirmed to be eligible to access and buy a data asset according to the
ICARUS data access control method (described in section 4.2) expresses his interest and requests to
download a specific data asset. The ICARUS platform cross-checks whether an active contract between
the data provider and the data consumer for the specific data asset is in place: (a) If there is an active
contract, then access to the part of the data asset ciphertext that has been bought is granted to the
data consumer (e.g. the data consumer may have only bought data for a specific year or a specific
location instead of the whole data asset). (b) If there is no active contract, then the data sharing
workflow that is described in the ICARUD Deliverable D2.2 “Intuitive Analytics Algorithms and Data
Policy Framework” is practically followed in order for the data consumer to obtain access to a data
ciphertext.
Phase III. Symmetric Key Decryption
In order for the data consumer who has downloaded the data asset ciphertext from the ICARUS
platform to decrypt its contents, he/she needs to request from the data provider the decryption key
for the specific data asset cyphertext. The data provider again validates that there is an active data
contract with the data consumer for the specific data asset and then needs to proceed to securely
share the symmetric key (for the data asset decryption) with him/her. In order to do so, though, a
secure SSL-enabled connection / tunnel needs to be established with the data consumer, that encrypts
all information exchanged and provides privacy and data integrity for the communication between
the provider and consumer. In the end, the data consumer can use the decryption key to decrypt the
data asset and properly access the underlying data.

Figure 4-4: ICARUS Data Encryption-Decryption Workflows
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It needs to be added that, for provenance purposes, the ICARUS platform needs to track each time a
data consumer attempts to access a ciphertext (from the core platform itself) or a decryption key
(from the data provider).

4.4 ICARUS Data Anonymization Method
ICARUS aims to fully comply with all European policies relating to Data protection. It will take into
consideration, abide by, and to the extent possible incorporate the logic of the General Data
Protection Regulation (GDPR) (Regulation (EU) 2016/679) into the scientific and technical efforts, and
will also validate through its demonstrators that the European Fundamental Rights of Privacy and
Data Protection are duly protected. As explained in D1.1, dealing with data privacy is becoming an
increasingly difficult challenge in big data and cloud projects littered with data silos. It has been
established even from the first steps of the aviation datasets collection process (reported in D1.1) that
data anonymization constitutes a significant process in ICARUS. Sensitive data in ICARUS may be not
only personal data but also information regarding aircraft and airports management. Indicatively, the
list of available and required datasets by the ICARUS demonstrators that was reported in D1.1,
includes passenger-related data (e.g. passengers requiring assistance per flight (AIA_05) and duty free
shopping data (AIA_38)) and potentially sensitive business data (e.g. aircraft performance data
(PACE_02) and various en-route information (PACE_4, PACE_8)). D1.1 also provided a thorough
description of how anonymization techniques can be employed to address the problem of data privacy
protection, depending on the nature of the data to be anonymized (e.g. transactional, relational,
graphical) and the objectives of the anonymization process in a given context (e.g. K-anonymity, Ldiversity).
Furthermore, the deliverable reported the four types of possible specifications for variables
(attributes) in respect to privacy issues. As they are extremely important in order to understand the
multidimensionality of the data anonymization problem, they are briefly mentioned again in the
following list:
•

Insensitive attributes, which can be kept unmodified.

•

Variables that must be removed from the data set.

•

Quasi-identifying (QID) variables, i.e. pieces of information that are not directly identifying but
they may in combination be used for linkage. These variables must be transformed, as it is
assumed that they cannot be simply removed from the dataset as they may be required for
analysis.

•

Sensitive variables (or sensitive attributes (SA)), which can be kept as-is, but they can be
protected using privacy models, such as T-closeness or L-diversity.

As explained in D1.1, the anonymization process is inherently dependent both on the nature of the
data and the way their anonymized version is expected to be used, in order to achieve the right
balance in the “privacy vs utility” trade-off. For ICARUS, the data provider, assumed to be the data
owner, is the only one that both deeply comprehends the privacy concerns and vulnerabilities of the
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data and is accountable for selecting the appropriate anonymisation process to be followed prior to
making a dataset available to other ICARUS stakeholders.
As such, the ICARUS approach aims to facilitate the data owner in this process, by defining and
supporting a generic-enough anonymization workflow to cover the complete spectrum of aviation
related data across a wide range of aviation-related data analysis cases, including -but not limited toall demonstrators’ needs in this aspect. The proposed anonymization workflow is an adaptation of the
workflow defined by the research team that is behind the ARX anonymization tool (Prasser &
Kohlmayer, 2015), which was also described in D1.1, and has three broad steps, as depicted in the
following figure:

Figure 4-5: ICARUS Anonymization Workflow
It should be noted that the actor in all steps of the anonymization process is expected to: (a) be a
member of the organization that holds the role of the data provider, and (b) have strong data analysis
background and deep understanding of the anonymization complexities and legal implications.
ICARUS will support the data providers through an anonymization workflow aiming to ensure that no
sensitive data can leave their premises. However, this workflow does not aim to enforce usage of
specific models and cannot provide any assertions regarding the information disclosure risks that may
be caused by improperly anonymized data. Therefore, the responsibility of ensuring that sensitive
information is not compromised lies, as expected, with the data provider.
Step 1: Configure Anonymization Models
The first step after selecting the data asset to be anonymized is to configure the anonymization
model(s) that should be used. The models to be made available by ICARUS shall include all techniques
and processes explained in D1.1 in order to allow the data provider to select the appropriate
anonymization technique and anonymization level according to his knowledge about the data nature
(e.g. contained sensitive fields) and the actual dataset content (e.g. combinations of attributes or
specific values that pose risk for sensitive information disclosure). The data provider should be allowed
to select different approaches for each of the included fields, or even customise how specific individual
entries are handled, if desired.
Step 2: Review and Refine Solution
Having concluded the selection and configuration of the anonymization models to be employed, the
data provider will need to review the data transformations that are foreseen by the configuration. If
needed, the data provider should be allowed to intervene and re-organize the transformations or
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define custom rules to increase the protection level of certain attributes or specific entries, based
either on his domain expertise or knowledge on the specific data.
Step 3: Assess “Privacy vs Utility” trade-off
In the last step, once the data anonymization models have been applied, the data provider needs to
explore and analyse the outcome, in terms of the privacy threat risks on one hand and the utility of
the anonymized data on the other. The methods employed to assess the usefulness of the
transformed (i.e. anonymized) data are highly data- and domain-dependent and involve various
statistical comparisons between the input and output data. The risk assessment involves identifying
the risks related to the quasi-identifiers mentioned earlier, as well as sample-based and populationbased risk estimates. It is in this step that the data provider’s expertise is crucial to ensure that the
finally accepted solution accomplishes the right balance between utility and privacy risks. It should be
noted that depending on the nature of the data, specific legal restrictions may also apply limiting the
user’s solution space, e.g. in the case of personal data that fall under the GDPR.
However, it should be noted that privacy threats are not limited to the disclosure of an individual’s
identity. One of the reasons the proposed workflow was adapted from the ARX workflow is that it
covers all three types of privacy threats (Prasser & Kohlmayer, 2015):
•

Membership disclosure, i.e. when linkage allows to determine whether or not data about an
individual is contained in a dataset, thus potentially enabling an attacker to infer metainformation.

•

Attribute disclosure, i.e. when information with which individuals are not willing to be linked
(e.g. sensitive attribute values) may be inferred by an attacker. As an example, linkage to a set
of records can allow inferring information if all records share a certain sensitive attribute
value.

•

Identity disclosure (or re-identification), i.e. when an individual is actually linked to a specific
data record. By definition, this type of disclosure enables an attacker to learn all sensitive
information contained in the data about the individual.

In the next steps of the ICARUS data safeguarding methods’ definition, in case more specific data
anonymization requirements have emerged, the proposed workflow will be further refined in order
to provide concrete guidelines that facilitate the data provider’s efforts to make available datasets
that are useful, whilst eliminating if possible all privacy-related threats.

4.5 Key Considerations for the ICARUS Secure Experimentation Playground &
the ICARUS Open Platform
As ascertained in the previous paragraphs, the industrial world, especially the aviation data value
chain, has fiercely felt the requisite for safeguarding the confidentiality and privacy of data across all
data tiers. Tremendous amounts of data are collected and stored, which is both a benefit and a bane,
since the awareness and resolution of all potential security risks is still insufficient worldwide. ICARUS
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has embraced data encryption, data access control and data anonymization to address any potential
confidentiality and privacy breaches. However, a number of considerations emerge and remain open
for further elaboration and brainstorming in D2.3.

Key Data Safeguarding Consideration Ι: Trust in uploading data in the ICARUS Platform
In order to ensure that the different stakeholders in the aviation industry experiment with and actually
use the ICARUS platform to upload their private aviation data, it is crucial to assuage the reasonable
security-related concerns they have expressed in order to increase their trust on the platform. Among
the requirements expressed during the external MVP activities of ICARUS, the “data not leaving their
premises unencrypted” was particularly underlined, which has led to the decision of investing on endto-end encryption during the data collection phase as described in section 4.3. The encryption
mechanism is accompanied by an on-premise client for the data providers, in addition to the core
platform and the secure experimentation spaces in ICARUS, that will be detailed in the ICARUS
Deliverable D3.1.

Key Data Safeguarding Consideration ΙI: Computation needs and repercussions of data encryption
to real-time data sharing
As it is up to the data provider’s discretion to decide whether his/her data assets will be checked in in
ICARUS as an encrypted ciphertext, the ICARUS platform needs to effectively address the computation
needs and overhead that is introduced through the symmetric key encryption method and key pair
exchange. The trade-off for this increased level of security has been to sacrifice the degree to which
ICARUS can handle real-time data since the underlying encryption and decryption processes inevitably
delay the real-time data sharing within the aviation data value chain. However, taking into account
the inherent secrecy of the aviation domain, the data profiling in D1.1 and the stakeholders’
requirements in WP3, data security at all costs is most valued for the scenarios that the ICARUS
demonstrators plan to implement and for convincing external stakeholders to test and eventually
adopt the ICARUS platform.

Key Data Safeguarding Consideration III: Change management in data access policies
The management of the data access policy lifecycle is a crucial, yet challenging task. Before a certain
policy on a data asset can be enforced, it needs to be fully understood, specified, negotiated and
deployed. As new needs emerge, it is expected that policies may be changed and revoked, yet ICARUS
needs to ensure that undesired behavior is avoided during runtime at all costs. As multiple policies
can be changed and deployed simultaneously (even if editing the policies for a specific data asset is
always locked and limited to one user per data provider), conflict detection and resolution may not
be a trivial exercise.
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Key Data Safeguarding Consideration IV: Know-your-customer identity management
ICARUS shall apply state-of-the art KYC (Know-your-customer) guidelines to prevent its platform from
being misused, intentionally or unintentionally, by unauthorized stakeholders. To this end, ICARUS will
define very rigorous customer acceptance policies at organization level (to ensure no user can
impersonate the representative of an aviation stakeholder), as well as detailed customer identification
procedures (that anticipate that an organization will distribute to its representatives / users their
tokens offline). Such a strict policy might be reconsidered only if it proves to pose more barriers to
entry for aviation stakeholders, than appeasing their security concerns.

Key Data Safeguarding Consideration V: 3rd party vs own Certificate Authority
In order for the data safeguarding methods as a whole to seamlessly be put into action, a Certificate
Authority (CA) needs to issue certificates for all involved stakeholders that will be used to establish
secure communication between them and the platform. At the moment, ICARUS is still weighting the
advantages and disadvantages of: (a) resorting to a 3rd party certificate authority for publishing and
verifying the necessary certificates for the ICARUS platform’s operation, or (b) setting up its own
certificate authority (e.g. based on EJBCA, an open source PKI Certificate Authority software).

Key Data Safeguarding Consideration VI: Key revocation
Although the data encryption-decryption workflows described in section 4.3 always confirm whether
there is an active data contract prior to sharing the symmetric key, revocation of keys may still be
needed for a number of reasons, e.g. if a contract is suddenly cancelled while the decryption is being
processed, or if data are downloaded locally to the consumer’s premises. Revocation of users is
generally a well-studied but nontrivial problem in the bibliography. The ICARUS standing is that if a
data consumer tries to reuse a decryption key in the future without an active data contract, he/she
will have to face the legal repercussions since the data contract terms will have been violated, in the
same way that data providers traditionally react at the moment. However, it will be further studied
whether it would be feasible to technically support a solution for the verification of the freshness of
the decryption key in order for the decryption to fail in the first place.
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5

Data Curation

5.1 Background
The digital world is on the verge of an era where a tremendous amount of information is generated
as a result of the introduction of a plethora of sources and platforms that create data in an increasing
immeasurably magnitude. The emergence of a new wave of data from sources, such as the Internet
of Things, Sensor Networks, Open Data on the Web, data from mobile applications, social network
data, together with the natural growth of datasets inside organisation (Manyika et al, 2011), creates
the demand for new approaches and strategies which can effectively manage the collected
information and provide the means for useful knowledge extraction during the analysis of this
information. The data generation growth is driven by several factors, such as the continued growth of
Internet usage and the smartphone adoption, the falling costs of the technology devices that create,
capture, manage, protect and store information and the growth of information about information.
Besides the volume of data that is growing exponentially, the nature of these data sources imposes
an additional challenge. This data is coming from various heterogeneous sources in multiple formats
at different velocities and are most of the times multilingual. This results into a variety of data that
include textual content (i.e. structured, semi- structured as well as unstructured), to multimedia
content (e.g. videos, images, audio) from a large variety of platforms, such as physical or virtual
interconnected systems, Internet of Things (IoT), machine-to-machine communications, real-time
data sensors, mobile platforms and open data portals. The digital world is producing every day
approximately 2.5 quintillion bytes of data (1 quintillion bytes equals 1 billion gigabytes) (Dobre &
Xhafa, 2014), where 90% of this data are generated in unstructured formats. The challenge nowadays
is to cope with this overwhelming amount of complex and heterogeneous data in order to perform
the appropriate processing and analysis that will expose new knowledge, facilitate in responding to
emerging opportunities and challenges, as well as provide valuable insights.
Therefore, in the big data ecosystems one of the main concerns is not the lack of available information,
but the availability of the processes that will provide the appropriate information accessible when and
where needed and in a form that will facilitate the establishment of valuable analytics workflows that
operate on heterogeneous data sources. As such, one of the key challenges in big data analytics lies
within the information consolidation and harmonisation processes in the big data value chain that will
enable the accessibility of the information in a form suitable for exploitation and analysis.
As the big data systems are evolving, different innovative processes and procedures are explored in
order to address the challenges of increasing data volume and data heterogeneity. The described
challenges are imposed not only at the level of the data collection and data provenance, but also at
the level of the data curation towards the aim of ensuring operating efficiency, data usability and data
quality. Data curation incorporates all the processes that are addressing these challenges and for this
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reason on every modern big data ecosystem data curation holds an important role in the big data
lifecycle.
Data curation can be defined as the active management of data over its life cycle to ensure it meets
the necessary data quality requirements for its effective usage (Pennock, 2007). In general, it provides
the methodological and technological processes that cope with the data quality issues and maximize
the usability of the data. As such, data curation includes all the processes needed for principled and
controlled data creation, maintenance, and management, together with the capacity to add value to
data (Miller, 2014). In addition to the assurance of data quality, reliability and usefulness of the
information, data curation facilitates the data discovery and retrieval, as well as the reuse over time.
Furthermore, within the context of data curation the harmonisation of the data is executed. As such,
it provides the methods that handle the heterogeneity of the collected data and the consolidation of
the different datasets originating from different sources in a variety of file formats, structures and
schemas. For this purpose, it includes also methods to harmonise and consolidate the collected
information towards the aim of facilitating the seamless processing of heterogeneous data, as well as
to enable the combination of data from different sources in order to enable valuable analysis and
knowledge extraction. In this scope, data curation provides the methods in order to apply the
necessary transformations and refinements in the collected information with the aim of optimizing
the data quality and usability of the collected information. The importance of data curation in the big
data lifecycle is highlighted by one of the key principles of data analytics that the quality of the analysis
performed is heavily dependent on the quality of the information analysed. As described above, the
increasing data volume in conjunction with the data heterogeneity is nominating the data curation as
one the crucial parts of any big data ecosystem as it ensures that the appropriate data are available at
the right time for high quality analysis and exploitation.

5.2 ICARUS Data Curation Methods
Within the context of ICARUS, a large amount of data from different data sources will be collected.
Due to the nature of these data sources, data is created within different contexts and with different
requirement, adding the problem of data variety in addition to the data volume.
The main purpose of data curation is to provide the processes that deal with the heterogeneity and
quality issues of the collected data towards the maximization of their value and usability. According
to (Cragin et al, 2007), "Data curation is the active and on-going management of data through its
lifecycle of interest and usefulness; … curation activities enable data discovery and retrieval, maintain
quality, add value, and provide for re-use over time". Data curation emerges as a key data
management process where there is an increase in the number of data sources and platforms for data
generation.
The major activities to be named under Data Curation are the following: (a) Data Quality, (b) Data
Validation, (c) Data Cleaning, (d) Data Completion and (e) Data Harmonisation and Enrichment.
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5.2.1

Data Quality

The quality of data analysis is obviously highly dependent on the quality of the information being
analysed, as incorrect or poor-quality input can be expected to produce faulty output. This intuitively
obvious and widely acknowledged fact, sometimes referred to as the Garbage In-Garbage Out (GIGO)
concept, becomes particularly relevant in the current big data era. The emerging data intensive
landscape brings unprecedented opportunities for leveraging data analysis methods, yet the large
variance in the quality of information cannot be neglected (Curry et al, 2014).
The term data quality does not have a univocal interpretation, as its perception is highly dependent
on the fitness for use (Curry et al, 2010), being relative to the specific task that a user has at hand.
Instead of a concrete definition, a number of data quality dimensions are identified and discussed in
the scientific literature (Knight & Burn, 2005; Wang & Strong, 1996; Maydanchik, 2007; Dai et al, 2016)
in order to outline the quality properties of a data artefact.
A widely used series of data quality dimensions, as proposed in (Curry et al, 2010) is as follows:
•

Discoverability, Accessibility & Availability, that denote whether users are able to find and easily
access the data that satisfy their information needs. This can be achieved through data curation
methods that ensure consistency in representing, classifying and storing data and is therefore
relevant to data quality.

•

Completeness, denoting the presence of all the information required for a certain task in the
dataset. Data completion methods discussed in Section 5.2.4 can be employed towards increasing
data completeness.

•

Interpretability which examines whether the meaning of the underlying data can be considered
unambiguous. Data harmonization and enrichment methods exploiting semantic knowledge and
assumptions (as defined in section 5.2.5) can be used towards ambiguity removal from a given
dataset, although complete elimination of misinterpretation possibility cannot be expected to be
fully automated.

•

Accuracy ensures that the data correctly represent the “real-world” values they model. Data
verification processes aiming to measure and, if possible, increase data accuracy are also included
in the data curation methods.

•

Consistency & Integrity cover the uniformity and the semantic consistency of the data under a
specific conceptual representation model and format. Ensuring data consistency becomes a
significant challenge in the aviation big data landscape, where effective integration of
heterogeneous data sources from different stakeholders is required.

•

Provenance & Reputation that denote the data trustworthiness, ensures the reliability in the
fact that it is expressed in the data. Section 3 provided an extensive review of provenance
approaches and how they can be used to provide answers to questions related to the data origins,
the activities behind the creation and processing of the data etc.

•

Timeliness whether the information is up-to-date with respect to the task it will be used in.

An alternative set of data quality dimensions is proposed by (Batini et al, 2012), including:
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•

Accessibility and availability

•

Completeness, pertinence and relevance

•

Comprehensibility, clarity and simplicity refer to ease of understanding of data by users and
can be perceived as the equivalent of the Interpretability dimension seen above.

•

Accuracy, correctness, validity

•

Consistency, cohesion and coherence

•

Trust, including believability, reliability and reputation

•

Compactness, redundancy, minimality and conciseness refer to the capability of representing
the reality of interest with the minimal use of informative resources. This dimension is not
examined in the previous approach.

It can be seen that the two approaches significantly overlap, yet there are certain quality aspects that
are specific to each of them, a fact that underlines the inherent dependency of data quality on the
nature of the underlying task and the broader context in which the data will be used.
The ICARUS approach regarding the important data quality dimensions has been already outlined in
Section 3, where the quality related metadata of the ICARUS metadata schema were defined and
described. It should be stressed that data quality properties and constraints cannot be manually
checked for the complete dataset, particularly in a big data context. At the same time, it is also
impossible to apply purely automated checks to ensure, or even simply measure, all the
aforementioned quality metrics across all available data. Therefore, ICARUS will follow a semiautomated data curation approach regarding data quality in order to leverage both scientific and
technical advancements in the field, whilst enabling the data provider to leverage his data and domain
expertise.

5.2.2

Data Validation

Data Validation is defined as an activity verifying whether a combination of values is a member of a
set of acceptable combinations (Di Zio et al, 2016). Although various other definitions can be found in
the literature, this one takes into consideration the fact that data validation is not necessarily referred
to a single dataset, but can and should be seen under the prism of integrating various datasets. In this
sense, data validation is closely linked to the data quality concept described in the previous subsection and can in fact be perceived as the data curation phase that attempts to measure certain data
quality attributes of a given dataset, particularly the ones related to data consistency and integrity.
(Di Zio et al, 2016) propose a generic data validation framework that foresees two main validation
levels:
•

General Level 1 that is concerned with the technical integrity of the file, i.e., consistency with the
expected IT structural requirements.

•

General Level 2 that is concerned with the logical and statistical consistency of the data.
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Whereas both levels are important to ensure the smooth execution of all ICARUS data value chain
steps, the metrics and constraints related to the 1st level will be mainly examined in the technical work
packages. For the 2nd validation level, the framework of (Di Zio et al, 2016) provides the following
subcategories of the 2nd General Level:
a) consistency within the dataset
b) consistency with other datasets within the same domain and within the same data source
c) consistency within the same domain between different data sources
d) consistency with data of other data providers
e) consistency between separate domains in the same data provider
Considering the foreseen in ICARUS data-related actions and interactions, all the aforementioned
subcategories, the first four in particular, are extremely important. Data validation in this context is
perceived as a rule-based decisional procedure aiming to verify whether the data being examined
violate any rules that would render them as inappropriate for the task they are intended to be used
in. Similar to data quality aspects, data validation is also inherently dependent on the usage for which
the data at hand are intended.
Apart from the high-level data validation constraints outlined above that are domain- and casedependent, a number of more low-level, yet generic-purpose, data validation methods and practices
can be found. Indicatively, Tables 5-2 and 5-3 present some common practices for data validation and
post data validation actions:
Table 5-1: Example of best practices for Data Validation (Data Validation - Wikipedia, 2019
https://en.wikipedia.org/wiki/Data_validation)
Validation practise
Allowed character checks
Batch totals

Cardinality check
Check digits
Consistency checks
Control totals
Cross-system
checks
Data type checks

consistency

File existence check
Format or picture check

Hash totals
Limit check
Logic check

Actions taken
Checks to ascertain that only expected characters are present in a field.
Checks for missing records. Numerical fields may be added together for all
records in a batch. The batch total is entered and the computer checks
that the total is correct.
Checks that record has a valid number of related records.
Used for numerical data. An extra digit is added to a number which is
calculated from the digits.
Checks fields to ensure data in these fields corresponds.
This is a total done on one or more numeric fields which appears in every
record.
Compares data in different systems to ensure it is consistent, e.g., The
address for the customer with the same id is the same in both systems
Checks the data type of the input and give an error message if the input
data does not match with the chosen data type.
Checks that a file with a specified name exists. This check is essential for
programs that use file handling.
Checks that the data is in a specified format (template), e.g., dates have to
be in the format DD/MM/YYYY. Regular expressions should be considered
for this type of validation.
This is just a batch total done on one or more numeric fields which appears
in every record. This is a meaningless total.
Unlike range checks, data are checked for one limit only, upper OR lower.
Checks that an input does not yield a logical error.
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Validation practise
Presence check

Range check
Referential integrity

Spelling and grammar check
Uniqueness check
Table look up check

Actions taken
Checks that important data is actually present and have not been missed
out, e.g., customers may be required to have their telephone numbers
listed.
Checks that the data is within a specified range of values, e.g., the month
of a person's date of birth should lie between 1 and 12.
In modern Relational database values in two tables can be linked through
foreign key and primary key. If values in the primary key field are not
constrained by a database internal mechanism, then they should be
validated.
Looks for spelling and grammatical errors.
Checks that each value is unique.
A table look up check takes the entered data item and compares it to a
valid list of entries that are stored in a database table.

Table 5-2: Post Data Validation Actions (taking into account Data Validation - Wikipedia, 2019
https://en.wikipedia.org/wiki/Data_validation )
Validation Action
Enforcement Action

Advisory Action

Verification Action

Log of validation

Description
Enforcement action typically rejects the data entry request and requires the input
actor to make a change that brings the data into compliance. In the ICARUS context,
enforcement actions are expected to work well during the data check in process, in
cases it may fail, and a set of messages need to be sent back to the data provider
explaining why the data is rejected. Another form of enforcement action involves
automatically changing the data and saving a conformant version instead of the
original version. Since this is most suitable for cosmetic change and modifies the
original data asset, it is not currently considered in ICARUS.
Advisory actions typically allow data to be entered unchanged but send a message
to the data provider indicating those validation issues that were encountered. The
occurrence of such actions will be very limited to cases where the validation issues
are not critical for the data check in to ICARUS.
Verification actions are special cases of advisory actions. Such actions will be
proposed in the case of data harmonization (as described in section 5.2.5) where the
data provider will have the option of accepting the recommended mapping per
column to the ICARUS common aviation schema or needs to propose a change. This
is not a strict validation process, by design and is useful for capturing concepts that
are not yet supported by the ICARUS common aviation schema.
Even in cases where data validation did not find any issues and the data check in
process is completed successfully, providing a log of validations that were conducted
and their results is important and is also imposed in the ICARUS data provenance
method (in section 3).

The exact data validation rules to be applied in ICARUS will be reported in D3.2. Their definition is a
dynamic and ongoing process, in collaboration with the demonstrators and the data providers and will
be based on the analysis of the elicited relevant requirements and foreseen workflows.

70 / 128

D2.1 – Data Management and Value Enrichment Methods

5.2.3

Data Cleaning

Data Cleaning (or Data Cleansing) is the process of detecting and correcting (or removing) corrupt or
inaccurate records from a record set, table, or database and refers to identifying incomplete,
incorrect, inaccurate or irrelevant parts of the data and then replacing, modifying, or deleting the dirty
or coarse data (Wu, 2013). The main purpose of the Data Cleaning process is to improve the overall
quality and usability of the data by eliminating any possible errors or inconsistencies from the data.
Data Cleaning is also safeguarding the quality of the produced results of a conducted data analysis by
removing or correcting erroneous data that would lead to incorrect, inaccurate or even invalid results
or conclusions.
The Data Cleaning process contains a series of steps related to the assessment and analysis of the
data, as well as the refinement or removal of parts of the data as a result of the corrective actions that
are performed based on the initial assessment and analysis. As such, the Data Cleaning process
includes, among others, the definition and determination of the error types, the search and
identification of the error instances and finally the correction of the uncovered errors (Maletic &
Marcus, 2000).
In the ICARUS perspective, the process of Data Cleaning includes the following steps (Rahm & Do,
2000):
•

Data analysis: The purpose of the data analysis is to inspect and identify the data elements,
their corresponding data characteristics, as well as to gain some insights on the initial
metadata of the data elements that assist in the assessment and the analysis of the data. In
this scope, the approach of data profiling is followed, where an instance analysis of the
individual elements of the data is performed. From this analysis, a set of characteristics derives
for the data elements such as the data type, length, value range, discrete values, variance,
mandatory values, uniqueness and value pattern.

•

Definition of cleansing workflow and validation rules: In order to detect inconsistencies,
erroneous entries and any missing entries a set of validation rules are defined. These
validation rules include a list of constraints tailored to each data element based on the data
analysis results and the obtained metadata that are utilised during the execution of the
cleansing workflow. The errors are identified by evaluating the conformance to these
constraints. In addition to the validation rules, a set of cleansing rules are defined and are
bounded to the validation rules. The cleansing rules define the corrective actions that are
performed if a validation rule is violated and an error is identified. The list of corrective actions
includes, but is not limited to, the removal, the transformation or replacement of the
erroneous values based on a set of value transformation functions, basic statistical methods
such as median, average, minimum, maximum and most frequent value or more advanced
statistical methods such as regression algorithms. It should be noted that the inconsistencies
at a schema level of the data are not handled in the scope of the Data Cleaning process, but
they are handled within the Data Harmonisation process, as described in section 5.2.5.
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•

Cleansing workflow execution: Following the workflow specification step, the execution of
the designed workflow is performed. In this step, the validation rules are evaluated and the
identified errors are eliminated and corrected based on the corrective actions defined in the
cleansing rules. During the execution of the workflow, detailed records are maintained (in line
with the data provenance principles of section 3), containing information for the identified
errors and the actions performed. These records are provided for inspection and verification
towards the assessment of the designed workflow. These detailed records, as well as the
results of the execution are provided to the next step for verification.

•

Verification: In this step, the designed cleansing workflow and the results of its execution are
verified, and an assessment is performed on the correctness and effectiveness of the
workflow. This step might trigger the redesign or fine tuning and re-execution of the workflow
in order to reach the required level of the data quality and usability.

5.2.4

Data Completion

The term missing data (or missing values) is referred to the data value that is not stored for a variable
in the observation of interest (Kang, 2013) and it is a relatively common problem observed in almost
all research domains with serious identified implications in the correctness and quality of the
conclusions that can be drawn from data that have missing values scattered throughout the included
observations.
Missing data is a problem since nearly all standard statistical methods were designed presuming that
the data that will be used by the method contain complete information for all the variables that are
included in the analysis (Hunt, 2017). The consequences of the missing data, among others, are the
loss of the precision of confidence intervals, the weakening of the statistical power and the bias of the
parameters’ estimation (Soley-Bori, 2013). According to (Allison, 2001), “The only really good solution
to the missing data problem is not to have any. So in the design and execution of research projects, it
is essential to put great effort into minimizing the occurrence of missing data. Statistical adjustments
can never make up for sloppy research”.
Missing data can be classified in the following categories (Little & Rubin, 2014):
•

Missing at Random (MAR): In this case, the probability that a certain value of a dataset’s field
is missing is not related to the value of this specific field, however it is related to the values of
the other fields of the dataset.

•

Missing Completely at Random (MCAR): In this case, the probability that a certain value of a
dataset’s field is missing is not related to this specific field or to any other values of the other
fields of the dataset.

•

Missing not at Random (MNAR): In this case, the probability that a certain value of a dataset’s
field is missing is related to the existence of the field, as well as to the values of the other fields
of the dataset.
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While for the cases of MAR and MCAR, it is relatively safe to eliminate the data that contain scattered
missing values depending upon their occurrences, however in the case of MNAR eliminating the data
it can yield biased parameter estimates. Thus, a thorough understanding of the missing data handling
process is required in order to address the data completion problem.

Figure 5-1: Missing Data Imputation (Source: https://towardsdatascience.com/how-to-handle-missing-data8646b18db0d4)

As such, there two main different solutions to deal with missing data (Towards Data Science, 2018) as
illustrated in Figure 5-2 and the methods that are included in the ICARUS approach are elaborated in
the subsections that follow:
•

Deletion: This includes the listwise deletion, the pairwise deletion and the column deletion
(or dropping variables) solution

•

Imputation: This includes imputation with different methods such as the basic statistic
methods Mean, Median and Mode, the Linear Regression, Last Observation Carried Forward,
Multiple Imputation and K Nearest Neighbors.

Deletion
Listwise deletion (or complete-case analysis)
This is the most common approach and the most frequently used method for handling missing data
(Kang, 2013). This method discards all the records of a dataset that contains one or more missing

73 / 128

D2.1 – Data Management and Value Enrichment Methods

values. The advantages of this method are that it is relatively easy to perform and that all data used
in the analysis will be of the same value and format. The disadvantages are that it excludes data that
can be valuable for the analysis that will be conducted (Briggs et al., 2003). Additionally, in the case of
MCAR the method produces unbiased estimates and conservative results, however in other two cases
it produces biased parameters and estimates (Kang, 2013).

Pairwise deletion
This method discards the record of a dataset only when the fields of interest has missing values, while
it ignores missing values in other fields of the record (Kang, 2013). As a consequence, it increases the
power of the analysis since it utilises only the records that contain values for the field of interest.
However, this method can lead to covariance and correlation matrices that are not positive definite.
Moreover, different number of records are utilised and this introduces problems of comparability
across the different fields.

Column deletion (or dropping field)
This method is utilised in the case where a field value is missing for than 60% of the records and only
in the case where this field is considered insignificant for the analysis.

Imputation
Mean, Median and Mode
One of most common methods for imputation is the replacement of a missing value with the overall
mean, median or mode. However, these methods ignore the relationships between the variables,
while also reducing the variance covariance in the dataset. (Briggs et al., 2003). Media and mean can
be only used for continuous values, while mode is suitable for categorical variables that would,
however, introduce bias.

Linear Regression
This method utilises the existing values in order to make a prediction of the missing value and fill-in
the field value. To achieve this, a regression equation is formed, using the best predictors as the
independent variables and the variable that should be predicted as the dependent variable (Briggs et
al., 2003). The equation is formed by utilising the records with complete data. As such, this method
uses the regression line in order to predict the missing values of the field. The disadvantage of this
method is that the assumption that there is a linear relationship between the variables is needed.

Last Observation Carried Forward
The Last-Observation-Carried-Forward (LOCF) method is a simple and widely used method for
handling missing values with imputation. In this method, a missing value is imputed with the last
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observed value of the field. However, this method produces a biased estimate of the variable while
also underestimating the variability of the estimated value.

Multiple Imputation
Multiple imputation provides a method for handling missing values, in which missing values are filled
with randomly selected values from a set of plausible values that are drawn from a distribution and as
a result contain the natural sampling variability and uncertainty of the right values (Kang, 2013). More
specifically, in this method a set of possible values is predicted using the existing data and these values
are imputed in the data providing a set of full records. Through multiple iterations, multiple imputed
full records are created and each imputed full record is then analysed using standard procedures for
complete data. The results of the analyses are combined in order to produce a single overall analysis
result. This method produces a valid statistical inference by restoring the natural variability since the
imputed values are predicted through variables that are correlated with the missing values. Moreover,
the uncertainty of the missing values is produced through the multiple different full records created
and the observed variability between these records. Rubin (Rubin, 1987) has shown that if the method
to create imputations is 'proper', then the resulting inferences will be statistically valid. It should be
noted that multiple imputation is considered a suitable method for categorical variables also.

KNN (K Nearest Neighbors)
An alternative method for missing value handing is the k-Nearest Neighbors. This is a non-parametric
method and a simple machine learning algorithm in which k neighbours are selected based on the
Euclidean distance and the result of their average computation is utilised as an imputation estimate.
The advantage of the KNN is that it can predict both qualitative attributes, such as the most frequent
value among the selected neighbours and quantitative attributes, such as the mean value. However,
this method can be time-consuming as it traverses the whole dataset to identify the most similar
instances. Furthermore, the number of selected k neighbours can decrease the accuracy and
performance of the method depending on the size of the dataset utilised in the method.

5.2.5

Data Harmonization and Enrichment Methods

Under the prism of the ICARUS Data Value Chain datasets originating from various sources across the
different aviation-related domains will be accessed and retrieved. These datasets are retrieved
following multiple methods depending on the access mechanism offered by the corresponding data
provider, which includes the use of web services, access links to open data repositories and manual
upload of files in various supported formats. As a consequence, these datasets are highly
heterogeneous and in a variety of file formats, data schemas and structures.
ICARUS will utilise these multidisciplinary and heterogeneous datasets in order to provide effective
analysis and knowledge extraction of useful insights to its stakeholders. Thus, data harmonisation
methods and techniques must be adopted to allow the seamless collection, harmonisation and
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processing of cross-sectorial multi-lingual data in order to be easily consumable by various types of
ICARUS stakeholders and ICARUS services.
In general, data harmonisation encapsulates the processes of defining methods that address the
heterogeneity of data created within different contexts and with different requirements from
different sources with the purpose of enabling the seamless processing and consumption of these
heterogeneous data. Data harmonisation enables the compatibility and integration of data that have
been collected for different purposes under different collection regimes, and using different standards
and methodologies. Under the data harmonization, the data of varying file formats, data schemas and
structures are transformed in such a way that are compatible, comparable, consumable and thus
useful for analysis and knowledge extraction. In addition to the decrease of the heterogeneity of the
data, data harmonisation aims at the improvement of data quality and utilisation by enabling more
complete and high-quality data-driven models that facilitate the reuse of data under different contexts
and by reducing the barriers of performing high quality analysis. As data harmonisation comprises
many different aspects and multiple concepts related to data harmonisation are defined, depending
on which aspects are in the focus, the ICARUS project will focus on the processes related to data
compatibility, data integration and data consumption.
The ICARUS data harmonisation process comprises of three main phases:
1. The definition of the ICARUS common aviation schema
2. The processing and transformation (harmonisation) of the heterogeneous data from different
sources to the ICARUS common aviation schema
3. The enrichment of the harmonised dataset

Phase I: ICARUS common aviation
schema definition

Phase II: Harmonisation to the
ICARUS common aviation schema

Phase III: Data Enrichment

Figure 5-2: ICARUS Data Harmonization Process

Phase I: Definition of the ICARUS common aviation schema
To cope with the heterogeneity of the incoming data and enable interoperability of the different data,
a fundamental requirement is the definition of the target specification comprising a conceptual
schema and other data-related characteristics, also referred as global or mediated schema, where all
incoming data will be transformed to prior to storing them. Within the context of ICARUS, all incoming
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datasets will be harmonized by utilising a common aviation schema, namely the ICARUS common
aviation schema. Thus, the ICARUS data harmonisation process will adopt the schema on write
approach, where datasets will be transformed in accordance with the ICARUS common aviation
schema. The main benefits of this approach are the precision and query speed. The data structure is
optimised towards the fast query execution, while the data quality is checked and enhanced.
This common aviation schema will capture the corresponding knowledge from the aviation-related
domains with the purpose of eliminating any inconsistences, mismatches and data redundancy. The
schema will address the incompatibility or incomparability of the various datasets related to: (a)
schema conflicts due to different representations or definitions of the same information and (b) data
conflicts due to different unit of measurements utilised for the representation of the same data.
Therefore, the ICARUS common aviation schema will address the heterogeneities between data
schemas at the following levels (Sheth, 1999):
•

Model/Representation: Different data models (database, ontologies) or their representations
(key-value pairs, relational, XML, JSON, triples) are used for representing the same
information

•

Syntax: difference in the language or encoding used for representing the same information

•

Structure: different structures and types are used to represent the same information

•

Semantic: different terms are used to describe the same real-world entity

Thus, the ICARUS common aviation schema will provide the means for the harmonisation of the
different datasets by ensuring uniformity, consistency and value representation, while also enabling
the alignment of the different datasets and their transformation into one cohesive dataset. With the
use of the ICARUS common aviation schema a unified and integrated view of the available datasets
will be provided and the linking of the various datasets will be facilitated. Finally, the schema will serve
as a uniform interface for querying the data sources in the later stages when analysis will be
performed.
The process for the definition of the ICARUS common aviation schema is comprised of various steps.
At first, an initial draft version of the workload of the ICARUS platform is identified. The workload is
comprised of a set of real-world scenarios for different use cases of the platform. The initial analysis
of these scenarios provides an insight for the data requirements, along with a set of queries that the
common schema should support. In the next step, the relevant datasets from the various sources that
will be uploaded in the ICARUS platform, originating from the ICARUS project demonstrator partners
and known third-party sources, are identified and collected. Following the identification of the
datasets from the sources, the analysis of these datasets is performed. The purpose of the analysis is
to identify and extract the relevant data schemas of the identified datasets, as well as to create the
“data profile” of each dataset that contains useful information such as the format of the dataset, the
data elements of the dataset, any metadata profiles included, languages utilised, etc.). In addition to
this, a data dictionary is compiled for each dataset which describes in details the data elements
contained in the dataset and their characteristics (type, value representation form, unit of
measurement, constraints).
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Figure 5-3: Data schema and data dictionary
Following the datasets analysis, an initial common conceptual model of the data is compiled. The basis
of this common conceptual model are the well-established aviation-related models Aeronautical
Information Exchange Model (AIXM)3, Flight Information Exchange Model (FIXM)4 and Weather
Information Exchange Model (WXXM)5.
The objective of the AIXM is to enable the provision in digital format of the aeronautical information
that is in the scope of Aeronautical Information Services (AIS). The AIXM and the related Aeronautical
Information Conceptual Model (AICM) contain hundreds of entities, data types and relationships
capable of describing aeronautical data. Particularly, the AIXM covers the information areas related
Aerodrome/Heliport (including movement areas, services and facilities, etc.), the airspace structures,
the organisations and units (including services), points and Navaids, procedures, routes and flying
restrictions. FIXM is a data model for sharing information about flights throughout their entire
lifecycle, enabling the exchange of transportation and security data offering flexibility, modularity,
efficiency and interoperability. FIXM facilitates the exchange of air traffic information between
airspace users, transportation authorities, security and defence authorities, logistics and
transportation providers and a variety of Air Traffic Management (ATM) systems. The WXXM is
enabling the independent, harmonised and interoperable meteorological information exchange with
aim of addressing all the needs in the aviation industry. The WXXM supports the collection,
dissemination and transformation of meteorological information throughout the data chain. One
common feature of all the aforementioned models is the extensibility in order to cover additional
needs. The combination of the three aforementioned models is supporting and covering the majority
of the data that will be collected within the context of the ICARUS project, providing the common

3

http://aixm.aero/

4

https://www.fixm.aero/

5

http://wxxm.aero/
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foundations with respect to the modelling principles and basic data types towards the complete
definition of the common conceptual model.
Once the initial common conceptual model is compiled, an in-depth analysis of the data requirements
and the “data profiles” of the available datasets will be conducted towards the identification of
extensions needed in the common conceptual, as well as the identification of the data harmonisation
issues and the resolution of various conflicts in terms of representation, syntax, structure and
semantics. The data harmonisation issues are categorised in Model / Representation, Syntax,
Structure and Semantic issues as explained above.
The ICARUS common conceptual model of the data is compiled following an iterative process, taking
into consideration the identified extensions needed in the initial common conceptual model, the data
harmonisation issues, as well as the resolution of the conflicts. The ICARUS common conceptual model
of the data is designed following the Entity-Relationship Model6 and specifically the form of entity
graph, where each box represents a type of entity, and each edge is a relationship between entities
and the associated cardinality of the relationship (one-to-many, one-to-one, or many-to-many).
Entities have attributes, one or more, that are properties of the entity.

Figure 5-4: Entity graph example
Based on the previous steps, the ICARUS common aviation schema that will be used in the ICARUS
platform is defined. The ICARUS common aviation schema is based on the produced ICARUS common

6

https://en.wikipedia.org/wiki/Entity%E2%80%93relationship_model
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conceptual model and it contains the common classes, attributes, associations, constraints and
restrictions, list of acceptable values and enumerations, types and formats that will be used for all
incoming datasets.

Figure 5-5: ICARUS common aviation schema definition

Phase II: Processing and transformation of the heterogeneous data to the ICARUS common aviation
schema
The second phase of the ICARUS data harmonisation process includes all the processing and
transformation steps that have to be executed in order to harmonise the heterogeneous datasets
from different sources to match the ICARUS common aviation schema. In order to accommodate with
the security and privacy concerns of the data providers this phase will be executed at the premises
where the data are located via a suitable offline toolset.
In this phase the following steps are executed:
1. The parsing and extraction of the data schema and the data elements of the incoming dataset
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2. The matching and mapping of the data schema and the data elements of the dataset to the
ICARUS common schema
3. The definition and execution of the transformation rules for the dataset
At first, the dataset is parsed in order to extract the data schema of the dataset, as well as the data
elements of the dataset. In the case of structured datasets (e.g. XML or JSON), as well as semistructured data (e.g. CSV files), this process is executed semi-automatically. The data schema is
extracted from the dataset and the input from the data provider is needed in order to complete the
process. The data provider has the role of completing the schema information for the attributes that
were not automatically extracted due to nature of the dataset or due to missing information. In the
case of unstructured datasets (e.g. streaming data) then the data provider is responsible for providing
all the necessary information for the data schema of dataset.
A fundamental requirement and prerequisite for the harmonisation of the heterogeneous datasets
into the ICARUS common aviation schema is the ability to match and map the data elements between
the data schema of the dataset and the ICARUS common aviation schema. These two tasks are
referenced as schema matching (Madhavan et al, 2001) and schema mapping (Miller et al, 2000)
respectively. A match represents the association between individual elements in different datasets.
As such, schema matching can be described as the problem of generating correspondences between
the data elements of two data schemas, where correspondences define the relationship between one
or more data elements of source schema and one or more data elements of the target schema
(Bernstein et al, 2011).
In order to perform schema mapping the relevant matches are required since the mappings are the
products of the latter. More specifically, a mapping is an expression that describes how the values of
data elements of some specific dataset are related to the values of data elements of another dataset
and this relationship forms the basis for translating the data elements in the source dataset into data
elements in the target dataset format (Bellahsene et al, 2011). In contrast to matches, that specify
how the data elements between the source schema and the target schema are related, the mapping
specify how the values between these data elements are related. In the context of the ICARUS data
harmonisation process the mappings are used to specify the relationships between the data schema
of every incoming dataset and the ICARUS common aviation schema.
With regard to the schema matching a variety of techniques can be found in the literature. These
techniques might share some common parts however they can be categorised as follows (Bernstein
et al, 2011):
•

Linguistic matching that is based on an element’s name or description with the use of
techniques such as stemming, tokenization, string and substrings matching, as well as other
information retrieval techniques.

•

With the use of auxiliary information based on thesauri, acronyms, dictionaries, and
mismatch lists.

•

Instance-based matching where the similarity of schema elements is based on statistics,
metadata, or trained classifiers of their instances.
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•

Structure-based matching where the similarity of schema elements is based on their
appearance in similarly-structured groups, or have similar relationships or (path of)
relationships to similar elements.

•

Constraint-based matching that is based on constraints on data types, value ranges,
uniqueness, nullability, and foreign keys.

•

Rule-based matching that is based on defined matching rules expressed in first-order logic.

•

Hybrid matching that is combination of linguistic matching, structure-based matching,
constraint-based and context-based matching, in which matches between elements are
found by relating them to other sources.

In the course of the ICARUS harmonisation process, the matching technique that will be explored is
the hybrid matching. Since this approach is a combination of multiple approaches, it combines the
best of the aforementioned approaches and provides additional flexibility for addressing different
cases accordingly. Moreover, in hybrid matching multiple criteria can be used in order to perform the
matching and multiple matching techniques are applied independently and the results are combined.
Once the matches between the two schemas have been identified, the relevant mappings can be
defined and formalised. The main purpose of mappings is to define the inter-schema constraints that
will be later translated into the transformation rules that will be applied on the data elements of the
incoming dataset. The expressed constraints or rules included in the mappings can be grouped as
follows:
•

Filtering of the data elements based on the attributes or the values (e.g. only some of the
relevant attributes or values are present in the target schema).

•

Renaming of the data elements or their attributes and their values (e.g. different wordings for
the same object or translation between languages)

•

Value conversions of the attribute values due to different units of measurement or different
metric systems

•

Reclassification of attribute values (e.g. converging to a coarser classification system)

•

Merging or splitting of attributes (e.g. concatenation of two attributes in the source to form
one attribute value in the target schema)

•

Augmentation (e.g. deriving values for target schema attributes that are missing in source
schema based on the values of other attributes in the source schema, filling in default property
values in target schema)

In the course of the ICARUS data harmonisation process, the schema matching and mapping process
will be executed in an semi-automatic way. The matches and mappings will be initially produced
automatically to the extent possible and the process will be completed by the data provider. More
specifically, the data provider will have the overview of the process in order to provide further input
or modifications where needed, as well as to perform an a-posteriori verification of the defined
matches and mappings. The matches will be translated semi-automatically into transformation rules
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and the data provider will validate and modify the generated rules, as well as define any missing rules.
The execution of these rules will produce the harmonised dataset.

Phase III: The enrichment of the harmonised dataset
The phase that concludes the ICARUS data harmonization process is the enrichment of the harmonised
dataset. The goal of this phase is to increase the usefulness of the datasets, as well as to facilitate and
simplify the further processing and management of the ingested datasets. The core part of the
enrichment process is the ICARUS Metadata Schema, as defined in section 3.4. The ICARUS Metadata
Schema has been defined with aim of facilitating the discovery of the dataset information, the
management of its lifecycle, as well as the interlinking of the various heterogeneous datasets. It
contains several metadata properties organised in several categories, each one utilised for different
purposes. In order to further enable the harmonisation of the collected data, all datasets will be
described following the defined metadata schema.
In the ICARUS perspective, the harmonised datasets will be enriched following a two-level approach:
•

Level 1: Metadata enrichment according to ICARUS Metadata schema on a dataset level

•

Level 2: Enrichment of the dataset with column-based additional information

Figure 5-6: ICARUS Dataset enrichment approach
Following the processing and transformation of the heterogeneous data to the ICARUS common
aviation schema as described in the previous phase, the metadata information of the data will be
completed by the dataset provider. As described in section 3.4, the schema is compiled by an extensive
list of metadata properties organized five major categories, namely the Core Metadata, the Semantic
Metadata, the Distribution Metadata, the Sharing Metadata and the Quality Metadata. Combined
together these metadata properties provide a thorough description of the dataset with regard to both
the structure and content of the dataset, as well as the utilisation of the dataset within the context of
the ICARUS platform.
At a first level, the Core metadata properties are filled-in. These properties describe the general
information of the datasets and include information such as the identifier, the title, the description
the category, the source and the publisher of the dataset, along with information related to the
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features of the dataset such as the volume, variety, velocity, type, temporal and spatial coverage of
the dataset.
Following the Core metadata, the Distribution metadata properties are completed. These properties
describe the availability and accessibility aspects of the dataset, containing the corresponding
information related to the availability of the dataset such as the accessibility method, the dataset
format, the accrual method and periodicity and the access URL. Additionally, the corresponding
information with regard to the available extracts from the dataset is also provided, documenting the
corresponding information for the sample resource, format, volume and access URL.
In addition to the Distribution metadata, the Preservation metadata properties are filled-in. These
properties provide the information related to the quality assessment of the dataset with regard to the
accuracy and completeness, as well as the timeliness and the provenance of the dataset. Through
these metadata properties, information related to the asset’s correctness and precision can be
obtained. Additionally, the level of sufficiency or integrity in terms of content and scope, as well as in
terms of validity and up-to-date information can be retrieved. Furthermore, the Preservation
metadata properties include the appropriate provenance information with regard to the changes
introduced in the dataset since its initial publication on the platform.
Complementing the previous information, the Sharing metadata properties are completed. These
metadata properties are describing the sharing aspects of the dataset. As such, the applicable
information related to rights applied on the dataset in terms of the rights holder, the privacy level and
license information are described. Additionally, information related to the sharing agreements and
policies associated with the specific dataset are described through the corresponding metadata
properties.
At a second level, the Semantic metadata properties are completed. The Semantic metadata
properties are supporting the harmonisation and integration of the different datasets towards the
advanced query execution and analysis of the datasets, as well as the linking of the datasets with other
datasets available in the ICARUS repository. At this level, in addition to the information documented
at a data schema level, metadata information for the columns of the dataset, as defined in the
corresponding dataset schema, are documented supplementing the initial metadata information of
the dataset.
Within this context, the information regarding the conformance to standards or specifications is
documented. Moreover, through these properties the appropriate information regarding the mapping
of the described dataset to the ICARUS common aviation schema is documented, containing the
extracted information from the previous phase that will be utilised also in the upcoming versions of
the specific dataset. Finally, the Semantic metadata properties provide the useful information of the
related ICARUS datasets and external datasets that this specific dataset can be linked at model or
schema level.
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5.3 Aviation Domain Vocabularies
With the intention of integrating and semantically enriching data in different formats and from
different data sources, an overview of the state-of-the-art ontologies is required. This section aims to
identify and provide a preliminary version of the ontologies that are used in the aviation industry
domain. In particular, the ontologies that are presented in this section have been used to enrich the
input datasets or data sources concerning the aviation domain, as well as other domains related to
the aviation such as transport, weather, health, etc.
Table 5-5 documents an initial list of the existing ontologies that have been identified. This list has
been consolidated by studying the existing aviation-related ontologies, covering a wide range of
possible dataset categories. This list will be revised in the future and it will be in correspondence with
the ICARUS semantic model in the form of a domain ontology, which will be defined by the end of the
WP1 activities, for the representation of the knowledge of the aviation sector.
For each record of the list, a link to the respective web resource is provided, along with a short
description of its content and the relevant category. It also presents the richness of the ontology (i.e.
the number of classes, object properties, data properties and axioms), as well as the data sources and
the pre-existing ontologies that the ontology is based on. In addition, the available format and the
description logic (DL) expressivity of the ontology are provided. In particular, a description logic
models the concepts, roles and the relationships of the ontologies by supporting a set of mathematical
operators. Table 5-4 presents the naming convention of the description logics that describes the
operators allowed.
Table 5-3: Description Logic Naming Convention (Source: https://en.wikipedia.org/wiki/Description_logic)
Symbol
AL
FL
EL
F
E
U
C
H
R
O
I
N
Q
(D)
S

Description
Atomic negation, concept intersection, universal restrictions, limited existential quantification
Concept intersection, universal restrictions, limited existential quantification, role restriction
Concept intersection, existential restrictions
Functional properties
Full existential qualification
Concept union
Complement (complex concept negation)
Role hierarchy
Limited complex role inclusion, reflexivity and irreflexivity, role disjointness
Nominals (enumerated concept individuals)
Inverse properties/roles
Unqualified cardinality restrictions
Qualified cardinality restrictions
Use of datatype properties, data values or data types
An abbreviation for ALC with transitive roles

The most relevant with regard to the ICARUS project ontology which was identified in this study is the
Air Traffic Management (ATM) ontology which was developed by the US National Aeronautics and
Space Administration (NASA). The NASA ATM ontology describes classes, properties, and relationships
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relevant to the domain of air traffic management and represents information pertinent to a broad and
diverse set of interacting components in the US and the global airspace. Even though this ontology
focuses on the aviation, it is scoped sufficiently broadly to interconnect data from several different
aviation realms, including flight, traffic management, aeronautical information, weather, and carrier
operations. Another aviation-specific ontology that was identified in this study is the Aircraft ontology.
This ontology focuses on the physical structure of a typical passenger aircraft on a rather high level.
Its main intention is to model standard fixed wing passenger aircrafts (e.g. Airbus A320, Boeing 747)
on a basic level. However, this ontology is not able to model all different aircraft kinds and
configurations.
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Table 5-4: Aviation-related and ICARUS Demonstrators-related Ontologies
Name

NASA ATM
Ontology

Aircraft
Ontology

Category

Aviation

Aircraft

Description
The NASA ATM (Air Traffic Management) Ontology describes
classes, properties, and relationships relevant to the domain
of air traffic management and interconnects data from several
different aviation realms (e.g. flight, traffic management,
aeronautical information, weather, carrier operations).
Representative entities modeled within the ontology are the
following:
• Flights (e.g. flight plans and radar flight tracks, etc.)
• Aircraft and manufacturers (e.g. aircraft
characteristics, models, etc.)
• Airports and infrastructure (e.g. runways, taxiways,
terminals, gates, etc.)
• Airlines (e.g. air carrier name, country of registry,
etc.)
• Air traffic management initiatives (TMIs) (e.g.
ground delay programs, ground stops, reroutes, etc.)
• Surface weather conditions and forecasts (e.g.
meteorological conditions, Meteorological Terminal
Aviation Routine Weather (METAR) reports, etc.)
• Airspace structures and facilities (e.g. sectors, fixes,
routes, etc.)
• Departure/arrival routes (e.g. airport for which this
route is destined, airport from which this route
originated, etc.)
The AIRCRAFT ontology is an OWL ontology that covers system
decomposition and component parameters of a single aisle
civil transport aircraft (e.g. Airbus A320). It models the
physical structure of a typical passenger aircraft and there are
three main parts in which the ontology is built on:
• Aircraft's physical structure (e.g. where the power
plants of the aircraft reside: they can be connected
to the wing, the fuselage or the fin)

Richness

Sources

•
•
•

157 classes,
127 object
properties,
189 data
properties,
2463 axioms

•
•
•
•

•

•

371 classes,
246 object
properties,
12 data
properties,
12195 axioms

•
•

FAA's legacy
ASDI data feed
FAA's Aircraft
Registry
NOAA's METAR
and TAF data
feeds
FAA's Command
Center
DOT's ASPM
database
FAA's ERAM
system
CAST/ICAO
common
aircraft
taxonomy
BTS's National
Transportation
Atlas Database
Openflights

QU ontology
QU Rec 20
ontology
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Name

Category

Description

Richness

Sources

Format

DL
Expressivity

ALCHF(D)

•

DBpedia
Ontology

General

The Disease
Ontology

Health

Geo Ontology

Location

Aircraft's aspects, i.e. group of components or
systems that not directly connected to one another
and are often spatially separated (e.g. all objects
belonging to the undercarriage of an aircraft)
• Aircraft's parameters (e.g. the span of a wing or the
length of a fuselage, as well as types of quantity and
units such as meter, millimeter, etc.)
The DBpedia Ontology is a cross-domain ontology and is
generated from the manually created specifications in the
DBpedia Mappings Wiki. The ontology is a directed-acyclic
graph and contains many classes that may have multiple
super-classes. The DBpedia Ontology currently contains about
4,233,000 instances and the representative entities modeled
within the ontology are the following:
• Place
• Person
• Work
• Species
• Organization
The Disease Ontology (DO) has been developed as a
standardized ontology for human disease, aiming to provide
the biomedical community with consistent, reusable and
sustainable descriptions of human disease terms, phenotype
characteristics and related medical vocabulary disease
concepts. The ontology is created through collaborative
efforts of researchers at Northwestern University, Center for
Genetic Medicine and the University of Maryland School of
Medicine, Institute for Genome Sciences. The DO semantically
integrates disease and medical vocabularies through
extensive cross mapping of DO terms to clinical vocabularies
such as MeSH, ICD, NCI’s thesaurus, SNOMED and OMIM.
Geo ontology begins an exploration of the possibilities of
representing mapping/location data in RDF format and it is

760 classes,
1103 object
properties,
1622 data
properties,

•

DBpedia
Mappings Wiki

RDF/XML,
RDF/JSON,
N-Triples,
N3,
JSON-LD

17329 classes,
90 object
properties,
0 data
properties,
160563
axioms

•
•
•
•
•
•
•
•
•
•
•

NCI Thesaurus
OMIM
MeSH
ICD9CM
ICD10
ICD10CM
Orphanet
NORD
SNOMED CT
UMLS
EFO

OWL,
YAML,
JSON-LD,
Turtle (TTL),
OBO

SHIQ

RDF/XML

AL

2 classes,

-
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Name

GeoNames
Ontology

Category

Location

Description

Richness

proposed directly by W3C. In particular, it provides the
Semantic Web community with a namespace for representing
latitude, longitude, altitude and other information about
spatially-located things.

1 object
properties,
0 data
properties,
28 axioms

The GeoNames Ontology contains over 11 million
geographical names that have a unique URL with a
corresponding RDF web service. Beyond names of places, it
also includes latitude, longitude, elevation, population,
administrative subdivision and postal codes. The GeoNames
data are linked to DBpedia data and other RDF Linked Data.

19 classes,
18 object
properties,
15 data
properties,
6774 axioms

•
•
•

•

•

LinkedGeoDat
a Ontology

GeoSPARQL
Ontology

Location

Location

The LinkedGeoData ontology uses the OpenStreetMap spatial
data in order to create one of the largest spatial knowledge
bases in the LOD2 cloud. The data is available according to the
Linked Data principles and interlinked with other knowledge
bases (e.g. DBpedia, GeoNames) in the Linking Open Data
initiative. LinkedGeoData currently consists of more than 3
billion nodes (nodes represent geographic points with a
latitude and longitude) and 300 million ways (i.e. entities that
have a list of at least two node references associated with
them). The resulting RDF data includes approximately 20
billion triples.
GeoSPARQL ontology includes a long list of terms to represent
spatial-objects in RDF. The GeoSPARQL ontology is used as an
extension of SPARQL to express SPARQL queries over spatialobjects. In particular, GeoSPARQL is designed to support both
qualitative and quantitative spatial reasoning and querying
with the SPARQL database query language.

1296 classes,
9 object
properties,
1663 data
properties,
8715 axioms

78 classes,
43 object
properties,
9 data
properties,
1136 axioms

•
•
•

Sources

Format

DL
Expressivity

NGA
GNIS
Ordnance
Survey
OpenData
GeoBase Canadian
Geographical
Names
GTOPO30

RDF/XML

ALEROIN(D)

OpenStreetMap
DBpedia
ontology
GeoNames
ontology

RDF/XML

AL

RDF/XML

SHIF(D)

-
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Name

Who Am I
Ontology

Semantic
Sensor
Network
Ontology

QALL-ME
Ontology

Semantic
Trajectory
Episodes
Ontology

Category

People

Sensor

Tourism

Trajectory

Description
Who Am I (WAI) is an OWL2 ontology that aims to introduce
the concepts of people's roles (e.g. musicians, presidents,
firemen, football players, etc.) and profiles (e.g. preferences,
desires, tastes, etc.). WAI provides a flexible mechanism to
represent people and their connections (e.g. acquaintance,
friendship) in particular domain scenarios and applications
(e.g. social networks). This mechanism is intended to shape
people, specifying temporal and social features like their jobs,
position in a company, tastes, security credentials, status in a
given community and in general their participation in state of
affairs. Furthermore, WAI incorporates pre-existent
ontologies such as FOAF, RECO, DOLCE and SIOC.
The Semantic Sensor Network (SSN) ontology describes
sensors and their observations, the involved procedures, the
studied features of interest, the samples used to do so, the
observed properties and the actuators. SSN includes a
lightweight self-contained core ontology called SOSA (Sensor,
Observation, Sample, and Actuator) for its elementary classes
and properties. With their different scope and different
degrees of axiomatization, SSN and SOSA are able to support
a wide range of applications and use cases, including satellite
imagery, large-scale scientific monitoring, industrial and
household infrastructures, social sensing, citizen science,
observation-driven ontology engineering and so on.

Richness

5 classes,
8 object
properties,
1 data
properties,
63 axioms

•
•
•
•

23 classes,
36 object
properties,
2 data
properties,
575 axioms

QALL-ME ontology covers many aspects related to the tourism
industry, including tourism destinations (i.e. cities and towns),
tourism sites (i.e. accommodation, gastro, attraction, and
infrastructure), tourism events (e.g. movie and show) and
transportation.

125 classes,
55 object
properties,
55 data
properties,
1102 axioms

Semantic Trajectory Episodes Ontology (STEP) represents
mobile object trajectories based on episodes and contextual
elements with multiple levels of granularity and different
options to represent spatial and temporal extents. It takes into

21 classes,
16 object
properties,

Format

DL
Expressivity

OWL

SRF(D)

Turtle (TTL)

ALRIN(D)

WordNet
lexicon
database
SUMO ontology

OWL

SHOIN(D)

LinkedGeoData
ontology
OpenStreetMap

RDF/XML

SRIQ(D)

Sources

FOAF
vocabulary
RECO ontology
DOLCE ontology
SIOC ontology

-

•

•
•
•
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Name

The Transport
Disruption
Ontology

Ontology of
Transportatio
n Networks

Category

Transportation

Transportation

Description

Richness

consideration the internal characteristics and the external
context that surrounds the trajectory and expresses
quantitative and qualitative semantic descriptions.
The Transport Disruption ontology models events related to
travel and transport, which may disrupt the travel plans of an
agent. Such events can affect single or multiple transport links
in an area and impact the supply or cost of transport. The
ontology was defined based on an analysis of information
provided by transport authorities and operators of air public
transport services, bus, rail and ferry. In particular, the
ontology defines several subclasses of Event like type,
location, time period, compound and causal relationships to
other events, and any impact experienced by agents that have
to adapt their plans because of it.
The Ontology of Transportation Networks (OTN) models the
most important aspects of traffic networks, transportation
and locomotion, including classes such as airport area, urban
area, industrial area, railways, ferries, parking, speed limits
and many other. The OTN ontology is a direct encoding of the
Geographic Data Files (GDF) standard in the Web Ontology
Language (OWL).

3 data
properties,
198 axioms

473 classes,
94 object
properties,
57 data
properties,
3743 axioms

180 classes,
36 object
properties,
75 data
properties,
1104 axioms

Sources

•

DATEX II

-
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5.4 Key Considerations for ICARUS Data Curation
As described in the previous sections, data curation holds a key role in the big data lifecycle and it is
tightly connected with the quality of the analysis performed and as consequence with overall success
of the ICARUS platform. However, data curation is a rather complex and multi-variant process
encapsulating different aspects in the data management such as the data quality, the data validation,
the data cleaning, the data completion, the data harmonisation and enrichment. As such, upon
obtaining an understanding of the aspects of the data curation, a number of key considerations
emerge and should be taken into consideration in the next steps of the ICARUS project
implementation (especially for D2.3):

Key Data Curation Consideration I: Flexibility vs usability in the data quality framework
The data quality approach adopted by the ICARUS provides a generic Data Quality Framework to
ensure flexibility on the definition and evaluation of the data quality metrics based on the
characteristics of each data source and in some cases of the dataset of each data source. In order to
ensure that the data heterogeneity is effectively addressed, the Data Quality Framework is designed
to cover a variety of quality dimensions that can be tailored based on the nature and the context of
each data source, yet this may potentially create confusion and limit its usability to a data provider. In
the next steps of the ICARUS project, the quality dimensions shall be prioritized depending on the
ICARUS data providers’ feedback to ensure an appropriate balance between flexibility and usability.

Key Data Curation Consideration II: Dynamic data validation rules definition
As already described in section 5.2.2, the data validation process is composed by a set of validation
rules that are designed with a set of key characteristics that safeguard the quality of the results of the
process. Towards this end, the ICARUS data validation approach should provide a list of more dynamic,
flexible, complete, coherent and efficient validation rules that should be designed in collaboration
with the data providers and the demonstrators of the project taking into consideration the various
aspects of each data source, such as the different context, schema and the type of information
included. Furthermore, in order to ensure the quality and effectiveness of the designed data validation
rules, the process should allow for the re-evaluation of these rules to effectively address the evolving
needs of the stakeholders.

Key Data Curation Consideration III: Data cleansing process performance aspects
The data cleansing approach adopted in ICARUS provides a complete and effective cleansing process
incorporating a list of clear, comprehensive and efficient rules and operations, suitable for detecting
and correcting (or removing) corrupted or inaccurate records, as identified by the validation rules.
These rules and operation are generally able to replace, modify or delete dirty or coarse data
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efficiently. Due to the nature of these tasks and the large volume of data that are processed in the
aviation big data ecosystem, the execution of these corrective actions should be designed carefully,
taking into consideration that most of the data cleansing tasks will be computationally intensive and
time-consuming tasks in ICARUS, which may eventually delay the check-in process.

Key Data Curation Consideration IV: Bias-free data completion process
The data completion or missing values handling can be addressed with a variety of methods and
processes that are based on various sophisticated statistical analysis techniques, as described in the
scope of section 5.2.4. However, applying any of these methods and processes without a valid analysis
of the root cause of the missing values and the impact on the statistical analysis may inevitably
introduce a significant effect on the conclusions that can be drawn from the analysis. Within the
context of ICARUS, the challenging task is to provide a data completion approach that provides the
processes that address the missing data problem based on the characteristics of the data without
introducing any bias in the model.

Key Data Curation Consideration V: Evolution and lifecycle management of the ICARUS common
aviation schema
In order to address the multidisciplinary and heterogeneous datasets that will be collected, as well as
to enable the seamless processing and consumption of these heterogeneous datasets, a common
aviation schema will be designed and utilised for the harmonisation of all dataset. Although this
approach provides many benefits, it also introduces challenges that need to be properly addressed in
order to ensure the success of this approach. First of all, the design schema should be capable of
effectively and comprehensively describing the data sources and their relationships in such a way that
it will address the aspired harmonisation of the various heterogeneous data sources. Moreover, as
the project progresses and new datasets are checked in in the ICARUS platform, no matter how
thorough and well-designed the ICARUS common aviation schema is, it is inevitable that it will always
need to evolve to address new needs, and refinements and updates will have to be introduced in a
consistent manner, that is centrally controlled and managed by an ICARUS administrator. Thus, the
challenging task in ICARUS is to put into practice a proper schema lifecycle management process that
is capable of handling efficiently and effectively the evolution of the common aviation schema,
supporting also backward compatibility and smooth integration of a newer version of the schema.
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6

Data Linking

6.1 Background
As technology information is innovating, there is a tremendous amount of data generated every day
in all sectors such as the Web, the manufacturing, the business, the science and the user’s personal
life, resulting in rapidly growing collections of digital data. The challenge imposed is the proper
processing of the collected data towards to the aim of revealing new knowledge in all the different
sectors, as well as exploring the emerging opportunities and changes in a timely manner. Besides the
challenges in terms of volume and velocity of the generated data, the variety of the generated data
poses additional challenges, that if properly addressed can reveal new opportunities for knowledge
extraction. In real-world use cases, the generated data are originating from different sources, in which
data can be of different formats and models. The major challenge is to find an efficient and effective
way not only to capture the heterogeneous data, but also to correlate their meanings. The availability
of these large collections of data requires techniques and tools capable of linking data together,
capable of retrieving and exploring potentially useful relations among them, as well as helping in
associating together data representing same or similar real objects.
As such, one fundamental problem nowadays is the comparison and matching of data, as well as the
capability of resolving the multiplicity of data references to the same real-world objects with the
definition of the appropriate correspondences among different datasets. As the volume of generated
data in various formats, such as structured and semi-structured formats, grows and new data are
published every day out of new services, applications and user generated contents, as well as devices
such as the new wave of sensors producing a large amount of data, the linking of data is becoming
more and more important. The linking of the data will ensure that these large collections of data will
not remain as sets of unconnected data islands, but instead it will create a global data space where
large amount of data from diverse domains are interconnected enabling the extraction of useful
insights and knowledge. In literature, this specific task is described as data linking.
Data linking is defined as the task of determining whether two object descriptions can be linked one
to the other to represent the fact that they refer to the same real-world object in a given domain or
the fact that some kind of relation holds between them (Scharffe et al, 2011). Technically, data linking
is performing the linking of a dataset to other datasets and is enabling the linking of this dataset from
other datasets. As such, the goal of the data linking task is to produce a set of links between different
datasets, where these links are defining the relationship between data elements that refer to the same
real objects. These links are producing comprehensive information between different datasets that is
usually also explored during query processing.
The data linking task can be performed in a variety of ways, depending on the scope of the datasets
that will be linked and the methods or techniques that are used in order to perform the task.
With regard to the scope of the datasets, the linking of datasets can be performed between:
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•

datasets residing within the platform repository (internal datasets)

•

datasets residing within the platform and datasets residing in external repositories (external
datasets)

As the task of data linking is composed by different subtasks addressing different needs towards the
task execution, a variety of techniques or methods and combination them has been developed,
dealing with different aspects such as the semantic complexity of the data and the scalability issues
due to the large amount of processed data.
One approach followed is based on the evaluation of the degree of similarity among different data
instances describing real-world objects across heterogeneous data sources. Typically, the degree of
similarity is a value in the range [0,1] and the evaluation assumes that the higher the degree of
similarity between two data descriptions it is, the higher is the probability that these two descriptions
are referring to the same object. To achieve the data linking of various datasets, several methods,
techniques and (semi-)automated tools were developed over the years for performing the similarity
evaluation task, also known as schema matching, originating mainly for the domains of statistics,
databases, natural language processing and graph theory (Do & Rahm, 2007; Doan et al, 2003; Jeong
et al, 2008; Peukert et al, 2011; Rahm & Bernstein, 2001).
In this case, the data linking task can be formalized as a process which receives as input two datasets
and produces a set of mappings between the entities of the two datasets, where the mappings are
defining the semantic relationship between the data elements. This process is usually semi-automatic
and a user or domain expert is involved in order to provide input in the predicate selection or to set
the threshold of minimum degree of accepted similarity, as well as to validate the output of the
process. The set of mappings are produced utilising a variety of matching techniques and combination
of them depending the case and the desired results, such as string/value matching, learning based
matching or similarity propagation. Additionally, external resources can be utilised in the process, such
as lexical databases and thesauri, reasoning systems or predefined mappings that can be used to
define the entities that should be compared. Within this approach, the result of the data linking task
is the generation of Linked Data. In general, Linked Data is a way to create type links between data
originating from different sources in a machine-readable format in order to construct a global data
space (Rong et al, 2012).
The latest developments in the area of data linking domain propose an alternative approach that is
heavily based on the usage of graphs and an innovative query language in order to address the linking
and integration heterogeneous datasets, as well as the relations between the fields of these different
datasets, enabling the exploration and query processing in an simplified and effective manner. Within
this approach, the problem of linking between different datasets is addressed by utilising the GraphQL
framework7 in order to explore datasets in different formats originating from different sources.

7

https://graphql.org/
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The basis of this approach is the definition of a declarative hierarchical schema following an flexible
and expressive definition language. Within this schema all datasets and their fields, as well as the
relations between the fields of the different datasets are described. The definition of the datasets and
the corresponding relations is following the graph approach providing extensive flexibility and
scalability. This declarative hierarchical schema is enabling the linking of the various datasets by
specifying the mapping between the different datasets and their fields, as well as the methods for
accessing and combining these data. As a result, the different data sources can be integrated and
combined towards the effective and efficient exploration during the query processing.

6.2 ICARUS Data Linking Methods
Data linking is the task of producing a collection of mappings that are utilised in order to generate links
between object descriptions of different datasets and a global or mediated schema. In this context,
the meaning of the mappings is the binary relations of the objects’ descriptions with this global or
mediated schema.
In the data linking approach related to the generation of Linked Data, the generation of the link that
determines the relation of the entities of the two different datasets is referred as instance matching.
Linked Data is based on three technologies: (a) Uniform Resource Identifiers (URIs), (b) Hypertext
Transfer Protocol (HTTP) and (c) Resource Description Framework (RDF) (Bizer et al, 2009). URIs are
used in order to identify real world entities that can be looked up and dereferenced using the HTTP
protocol the same way as documents are looked up in the Web with the use of Uniform Resource
Locators (URLs). Linked Data utilise the RDF in order to represent the relationships between real world
entities using a generic graph-based model suitable for modelling information described as web
resources with the use of URIs. In RDF everything is represented in the form of triples containing three
components: (1) the Subject, (2) the Predicate, and (3) the Object. Both Subject and Object are URIs
representing real world entities, while Predicate specifies the relationship of the Subject and the
Object using also URI. Within RDF links the Subject of the triple is a URI reference in the namespace of
one dataset, while the Object of the triple is a URI reference in the other (Bizer et al, 2007). In addition
to the RDF, RDF Vocabulary Definition Language (RDFS) (Brickley & Guha, 2007) and Web Ontology
Language (OWL) (McGuinness & van Harmelen, 2004) provide the vocabularies that are utilised in
order to describe the entities and their relationship. With the use of URIs for real world entities
representation, the HTTP protocol as retrieval mechanism and the RDF data model to represent
resource descriptions, Linked Data directly builds on the general architecture of the Web (Jacobs &
Walsh, 2004).

Figure 6-1: RDF triple baseline
The basic principles of Linked Data (Heath & Bizer, 2011) are as follows:
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•
•
•
•

Use URIs for naming entities
Use HTTP URIs to name entities so that internet users can look up these names
When someone looks up a URI, provide useful information, using the standards (RDF,
SPARQL)
Include links to other URIs, so that they can discover more things

The generated RDF links, besides the navigation between the relevant datasets, enable data
integration by dealing with the presence of heterogeneous descriptions between the datasets of the
real-world objects and making explicit their correspondence.
As the process of instance matching is closely related to both the problem of database record linkage
and the problem of ontology schema mapping, data linking methods have adopted many techniques
originating from these domains.
The existing methods for data linking for this approach can be classified into three main categories
(Scharffe et al, 2011):
•

Value matching: These methods focus on identifying equivalence between property values of
instances and are similar to field matching methods in record linkage, where the focus is on
identifying equivalent values for the same field in two distinct records. Value matching
methods are considered the basic building blocks of data linking. In value matching methods,
the focus is on resolving discrepancies in the expression of the property value, e.g. due to
different formatting or due to the use of synonyms. Examples of value matching methods are
string equality, edit distance (Levenshtein), Jaro, Jaro-Winkler, Monge-Elkan, Soundex, token
set similarity and I-Sub. The usage of the value matching methods depends on the domain and
type of the property values.

•

Individual matching: These methods focus on determining if two individuals refer to the same
real-world object or not. Each individual is described using its properties and relations with
other individuals in the dataset. Under the hood, individual matching methods compare two
individuals and utilise the value matching methods for the properties of the individuals in
order to decide if individuals from different datasets should be linked or not. Besides
aggregation of the results of the value matching methods with different attribute-based
similarity functions, ontological restrictions as defined in the utilised domain ontologies can
be used, as well as ontology mapping from external sources in case of usage of different
ontologies in the structure of the individuals. The individual matching methods are
implementing the core functionality of the data linking process as they produce the mappings
between pairs of individuals.

•

Dataset matching: These methods focus on aggregating the results of individual matching and
further refine them. As such, these methods take into account all the individuals in two
datasets in order to construct an optimal alignment between these whole set of individuals.
In these methods, a-priori knowledge about the matched datasets is taken into account, as
well as any information about the relations between the individuals. Under the hood, the
dataset matching methods analyse the graphs formed by the relations between the
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individuals within repositories and the mappings between repositories. In general, the dataset
matching methods explore the rich structure and expressivity of the ontological schema
definition languages (such as OWL) and the advanced schema constructs. Additionally, these
methods exploit the large volumes of publicly available data and their mappings.
These different methods are usually combined by the existing tools for instance matching towards the
aim of the designing the workflow that would yield high quality results. This approach can be applied
between datasets residing within the platform only (internal datasets), as well as between datasets
residing within the platform and datasets residing in external repositories.
An alternative approach to the already described approach for linking of data that enables the
integration and exploitation of different heterogeneous datasets in data-driven ecosystems, while also
increasing interoperability, flexibility and scalability is the exploration of a unified application
programming interface (API) between the client and the server for data fetching, manipulation and
query execution with the GraphQL framework at its core. This framework provides a new type of Webbased data access interfaces that presents an alternative to the notion of REST-based interfaces
(Richardson et al, 2013).
With the rise of the Big Data era, the backend services have become more diverse in order to cope
with increasing volume of datasets as well as the heterogeneity of datasets. It is very common in
various data-driven ecosystems that relational databases are used side by side NoSQL databases, each
one used for different purposes and through different data access and query mechanisms. Thus, the
need for an abstraction layer that will unite the various protocols and query languages raised.
However, in order to cope with the complications and deficiencies in the various alternatives of such
an abstraction layer that enables access to hierarchical data, such as the REST architectural style
(Fielding, 2000), a new query language has been defined. GraphQL framework provides this
abstraction layer that hides the internals components of the ecosystem such as the used databased
and data schemas by providing a set of components capable of addressing these issues. GraphQL
specification defines the role of a GraphQL-aware Web server that is offering the described
abstraction layer and is located in the same layer as REST, SOAP and XML-RPC. Figure 6-2 illustrates
an example of a GraphQL-aware server usage.

Figure 6-2: GraphQL server usage
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The clients can be any component, service or application written in any programming language that
can form GraphQL queries and can send the requests to the GraphQL server, which in turn validates
and execute the queries collecting the requesting results from a variety of sources. The GraphQL
protocol is following the request-response pattern, where the request is a well-formed GraphQL query
sent as plain string in the single exposed GraphQL interface and the response from the GraphQL server
is a JSON document containing the requested results.
The core component of the GraphQL framework is a query language that is capable of expressing data
retrieval requests issued to GraphQL-aware Web servers and is located in the application layer, which
means that it can be used against any backend that meet the protocol’s specification. More
specifically, GraphQL is a query language designed to build client applications by providing an intuitive
and flexible syntax and system for describing their data requirements and interactions (Facebook,
2018). The main purpose of this query language is to provide the means to unify all different data
requests encountered within the context of an data-driven ecosystem into one unified interface in
order to reduce multiple request to retrieve data, as well as to allow the clients to retrieve only the
data that they are asking for by specifying the desired data in their own requests. As such, the main
features of GraphQL is the increased interoperability which is critical for the data-driven ecosystems,
the increased flexibility that enables continuous evolvement and the enhanced performance with the
reduction of the required requests and response sizes.
GraphQL queries are performed against one unified interface that handles all possible requests. With
this approach only one URL is needed in order to serve all requests (Facebook, 2018), increasing the
flexibility and the maintainability as there is no need for modifications or additions of endpoints in
order to cope with new requests or requirements.
In GraphQL, the queries are specified by the client and the response’s structure is driven by the query
structure. As a result, the return results have the same structure and order as the requested query.
This approach provides the flexibility on the client-side to change their requirements at any point,
restructure the query and retrieve the new results without affecting the server-side.

Figure 6-3: Endpoints vs GraphQL
The main design principles of GraphQL are the following (React, 2015):
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•

Hierarchical: In order to better address the data requirements of the clients, a GraphQL query
is a hierarchical set of fields and the query is shaped just like the data that will be returned to
the requestor.

•

Product-centric: GraphQL is driven by the requirements of the requestors and it provides the
means to execute their queries according to their needs.

•

Client-specific queries: The specification for queries are encoded in the client side rather than
the server side with field-level granularity. In GraphQL the returned fields are exactly the ones
requested and in the hierarchy of fields as requested.

•

Backwards compatible: By allowing the requestor to specify the queries that will be executed
backward compatibility is guaranteed.

•

Structured, Arbitrary Code: GraphQL imposes the structure of fields on the server and
exposes the fields that are backed by arbitrary code enable server-side flexibility and interface
uniformity.

•

Application-Layer Protocol: GraphQL is an application layer protocol with particular
requirements on the transport, as it is a simple string that is interpreted on the server-side.

•

Strongly-typed: Since GraphQL is strongly-typed that query can be easily ensured that is
syntactically correct and valid, while on the server-side the shape and nature of the response
can be guaranteed.

•

Introspective: Since GraphQL is introspective, clients can query the type system using the
GraphQL syntax.

Another core component of the GraphQL framework is the structured, hierarchical type system,
namely the GraphQL Schema, which is backing the single exposed interface for data access and data
manipulation. Within this schema the shape of the data is described and data handling methods of
the various sources are specified. Additionally, since this type system is storage-independent various
data sources can be combined and integrated, like relational and NoSQL databases as well as a large
variety of file-based data formats. Moreover, with this schema GraphQL is offering the suitable query
validation mechanisms and introspection to ensure self-descriptiveness.
The schema is defined using the GraphQL Schema Definition Language (SDL). This type system is very
flexible and expressive, providing out of the box object types definitions such as query type and scalar
types, such as integer, string and boolean, while also supporting features such as inheritance,
interfaces, custom types, enumerated types and lists. Within this schema the set of data that can be
queried are described thoroughly and the incoming queries are validated and executed against this
schema. In other words, the schema is utilised as the data definition for the request and the type
system defines all the data that can be included in a query response.
In GraphQL data objects are described in graphs and this enables the system’s flexibility and scalability
as any update or modification on the data objects or data fields is actually an update or modification
of the graph. Additionally, any addition or removal of data objects or fields is trivial as this is translated
into additions or removals of nodes in the graph, enabling the easy maintainability and evolution of
the data. Through the graph approach, all data objects are represented as a set of fields (nodes) and
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can be have nested fields or relations with other nodes. The data objects and data fields that are
available for query are the ones defined in this graph. As such, a valid query is actually a set of
hierarchical fields of the data objects that the requestor wants to retrieve and only this fields are
returned with the same structure. The following figures is an example of a GraphQL schema definition.

Figure 6-4: GraphQL schema example
GraphQL queries are performed against the unique exposed endpoint and must be compliant with
defined schema. The response generated is specified as a JSON document. The following figure
illustrates is a query example and the corresponding response.

Figure 6-5: GraphQL query and response example
The third core component of GraphQL is the Resolvers. In GraphQL there is a clear separation of
structure and behaviour. While the structure is handled by the schema that defines an abstract
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description of the server capabilities GraphQL-aware server’s capabilities, this structure comes to life
with a concrete implementation that determines the server’s behaviour. The key components for the
implementation are the Resolvers who are responsible for accessing the data. Through the Resolvers,
GraphQL knows how and where to fetch the data corresponding to a given field. For each field defined
in the schema a resolver function is implemented in order to fetch the data for this field. Since
GraphQL query at its essence is a collection of fields, the GraphQL server in order to gather all the
requested data it actually needs to invoke the resolver functions for all the fields included in the query.
As pointed out in the GraphQL specification, the resolvers can be considered as “functions” that return
the field values but also as “functions” that can accept arguments that implement different behaviours
such as filtering of the data. Additionally, GraphQL permits the four basic functions of CRUD: create,
read, update and delete and the allowed operations can be categorised as follows:
•

Queries: The retrieval of (combined) data according to the defined fields and structure defined
in the query.

•

Mutation: The update or modification of the data followed by a response containing the
results of the operation.

•

Subscriptions: The receival of responses once a particular event that the client has subscribed
occurs.

Within the context of ICARUS project, the described GraphQL approach will be explored. More
specifically, the ICARUS harmonisation process, as described in section 5.2.5, will be supplemented
with the GraphGL approach towards the effective and efficient data linking and data integration of the
various heterogeneous datasets that will be stored in the ICARUS platform. In the ICARUS
harmonisation process a core part of the process is the definition of the ICARUS common aviation
schema. This schema will drive the harmonisation of the heterogeneous datasets as all datasets will
be processed and transformed to comply with it. In order to implement the unified GraphQL endpoint
the first step is to define the GraphQL Schema. The ICARUS common aviation schema will serve as the
basis for the ICARUS GraphQL Schema. As the ICARUS common aviation schema contains all the
harmonised elements from the datasets that will be stored in the ICARUS platform along with their
relations, a set of transformation rules will be applied in order to extract and form the ICARUS GraphQL
Schema. As a result, the ICARUS GraphQL Schema will contain all the data types and fields that can be
fetched from GraphQL endpoint, along with their relations.
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Figure 6-6: From ICARUS common aviation schema to GraphQL schema
This will enable the innovative query processing offered by the GraphQL. In addition to this, through
the ICARUS common aviation schema the Resolvers that specify how the various types and fields are
connected to the data sources will be defined, driven by the information encapsulated in the ICARUS
common aviation schema. Following this approach, it is ensured that the various data sources will be
combined and integrated in an efficient and effective manner providing the means for valuable
analysis and knowledge extraction.
The adoption of the GraphQL will provide simplicity in terms of data retrieval and data integration by
elimination the need for multiple endpoints and roundtrip object retrieval. Moreover, GraphQL
provides stability since data are delivered in a structured defined way independent on the client
request and as result data can be manipulated, changed or altered in the backend without affecting
the client functionalities. Finally, GraphQL provides better query efficiency as it unifies and links data
through a single simple entry point, that would require otherwise multiple requests to different
endpoints or complex repeat requests. Since GraphQL provides the described abstraction layer,
multiple storage technologies can be utilised and multiple file formats can be explored providing
additional freedom in the implementation of the ICARUS platform.

6.3 Key Considerations for ICARUS Data Linking
As the volume of generated data in various heterogeneous formats grows, the need for methods that
will be capable of linking and exploring the correlations between these different datasets has become
a crucial challenge. Within the context of the ICARUS project, the approach following the exploration
of a unified application programming interface and the utilisation of the GraphQL framework that
enables data fetching, manipulation and query execution will be adopted for data linking purposes.
This approach has numerous advantages such as interoperability, flexibility, performance and
scalability. However, a number of key considerations should be taken into account in the next steps
of the ICARUS project implementation (especially for D2.3):
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Key Data Linking Consideration I: GraphQL Schema definition
The pillar of the GraphQL framework is the GraphQL Schema. This declarative hierarchical schema is
at the heart of the GraphQL engine as it is enabling the data access and data manipulation from the
single exposed interface. As such, it is very crucial that the definition of this schema will comply with
the ICARUS common aviation schema (based on the aviation ontology developed in WP1), containing
a comprehensive description of all the utilised datasets and their fields, as well as the corresponding
relations between the datasets and their fields. Moreover, the different data granularity of the
datasets that needs to be addressed during the GraphQL Schema definition is a challenging task.

Key Data Linking Consideration II: Dependency with the ICARUS common aviation schema
The GraphQL schema will be based on the ICARUS common aviation schema, which is the outcome of
the data harmonisation process of the ICARUS data curation, as described in section 5.2.5. As such,
the successful operation of the GraphQL engine is also dependent on the data harmonisation process.
For this reason, it is very important that the ICARUS common aviation schema contains a complete
and coherent description of the various heterogeneous data sources along with their relations and its
lifecycle is effectively managed.

Key Data Linking Consideration III: Implementation of Resolvers
The successful and effective operation of the GraphQL engine is based on the implementation of the
Resolvers, as described in section 6.2. The Resolvers determine the server’s behaviour as they provide
the information in the GraphQL engine on how and where a data consumer can get the requested
data. As a consequence, the complexity of the structure of various heterogeneous data sources, as
well as the different level of granularity of the datasets should be taken into consideration during the
implementation phase of the Resolvers in the context of WP4.
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7

Conclusions & Next Steps

The purpose of the first iteration of the deliverable at hand (D2.1 “Data Management and Value
Enrichment Methods”) has been to establish the appropriate methodological foundations for the
ICARUS core data bundles in respect to data management and value enrichment in order to:
•

Gain a common understanding on how data assets shall be collected, curated, linked and
safeguarded in ICARUS.

•

Propose the underlying metadata schema to be adopted in ICARUS for efficiently classifying,
querying and eventually accessing data assets.

•

Understand any potential limitations and considerations for the approaches to be followed.

In accordance with the methodological approach applied during the preparation of this deliverable,
the following results have been achieved:
•

Extensive analysis of the underlying state of the art in Data Collection, Data Provenance, Data
Access Control, Data Encryption, Data Curation and Data Linking, as well as for metadata
standards, in order to distil best practices, lessons learnt and key take-aways that should be
taken into consideration in ICARUS.

•

Elaboration on the different ICARUS data management methods that shall underpin the
ICARUS platform operation. ICARUS essentially bring together many methods spanning over
different areas, namely:
o

Data Collection to address the upstream-downstream-indirect perspectives for data
discovery and gathering from diverse sources and stakeholders in the aviation data
value chain.

o

Data Provenance to follow the trails of data assets from a coarse-grained perspective,
as well as to ensure they are properly documented through multiple facets in the
metadata schema.

o

Data Safeguarding to define the authorization policies for permitting or denying
access requests to any data asset in ICARUS, as well as to ensure that only authorized
stakeholders may access an encrypted data asset.

o

Data Curation to handle all necessary pre-processing steps, ranging from data quality
assurance and data cleansing to data mapping and harmonization, prior to a data
asset’s check-in in ICARUS.

o

Data Linking to generate links between different data assets at schema level and
increase their combined added value.

•

Identification of any open points, as well as limitations, that shall be pondered over the next
months in collaboration with the development activities of the ICARUS project.

This deliverable brings together the draft outcomes of the ICARUS activities related to Tasks T2.1 “Data
Collection, Provenance and Safeguarding Methods” and T2.2 “Data Curation, Harmonization and
Linking Frameworks”. With regard to the next steps in the ICARUS data management activities, the
methods and the key considerations fleshed out in the present deliverable will come again across the
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data analytics and data sharing frameworks described in D2.2 “Intuitive Analytics Algorithms and Data
Policy Framework”, as well as the overall architecture framework and the specifications defined in
WP3 “ICARUS Platform Design”. The different ICARUS data-driven methods will be revisited with the
delivery of the beta release of the ICARUS platform, with the purpose of incorporating experiences
and feedback gathered from their initial, exploratory application, in its final version which is expected
to be delivered on M18 of the ICARUS project implementation.
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Annex II: Metadata Standards Analysis

II.I Metadata Standards Comparison
The following tables compare the metadata proposed by different metadata schemas. In cases when the same property is reflected in the different standards,
the respective term appears in the same row. Whenever “-“ appears, there is no direct mapping for the specific property between the different standards.
It needs to be noted that Dublin Core constitutes the baseline for many metadata standards so its core elements naturally are shared by other schemas, using
the exact same terms.
With regard to ISO 19115, the Identification Information, the Distribution Information and the Data Quality Information, as well as the Application Schema
Information, were mostly used.
Dublin Core

DCAT

VoID

DataCite

CKAN

Aviation

ISO 19115

Metadata
Profile
/elements/1.1/
namespace
Contributor

-

Coverage

dct:spatial

&

dcterms:contributor

Contributor

-

-

gmd:credit

-

-

-

-

gmd:sourceExtent

dcterms:creator

Creator

Author

-

-

dcterms:date

Date,

-

Metadata Date

gmd:dateStamp

dct:temporal
Creator

-

Date

dct:issued
dct:modified

&

PublicationYear
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Dublin Core

DCAT

VoID

DataCite

CKAN

Aviation

ISO 19115

Metadata
Profile
Description

dct:description

dcterms:description

Description

Description

Resource

gmd:description

Abstract
Format

dct:format

void:feature

Format

Identifier

dct:identifier

-

Identifier,

Alternate

Identifier,

Related

Format*

-

gmd:resourceFormat

Unique

-

gmd:identificationInfo,

Identifier*

gmd:filedIdentifier

Identifier
Language

dct:language

-

Language

-

Resource

gmd:language

Language
Publisher

dct:publisher

dcterms:publisher

-

Maintainer

-

gmd:distributor

Relation

-

-

RelatedIdentifier

-

-

-

Rights

dct:rights

-

Rights

-

Limitations on

MD_LegalConstraints:

Public Access

gmd:useLimitations,
gmd:accessConstraints,
gmd:useConstraints

Source

-

dcterms:source

-

-

-

gmd:source

Subject

dcat:theme

dcterms:subject

Subject

Groups*

Topic Category

gmd:topicCategory

Title

dct:title

dcterms:title

Title

Title*

Resource Title

gmd:title

Type

dcat:mediaType

-

ResourceType

Type

-

gmd:type

/terms/ namespace

120 /
128

D2.1 – Data Management and Value Enrichment Methods

Dublin Core

DCAT

VoID

DataCite

CKAN

Aviation

ISO 19115

Metadata
Profile
Abstract

-

-

-

-

-

gmd:abstract

AccessRights

-

-

-

-

Conditions

gmd:specificUsage

Applying

to

Access and Use
AccrualMethod

-

-

-

-

-

-

AccrualPeriodicity

dct:accrualPeriodicity

-

-

-

-

gmd:userDefinedMaintenanceFrequency

AccrualPolicy

-

-

-

-

-

gmd:updateScope

Alternative

-

-

-

-

-

-

Audience

-

-

-

-

-

-

BibliographicCitation

-

-

Cites - IsCitedBy

-

-

gmd:citation

ConformsTo

-

-

-

-

Spatial

gmd:reference-

Reference

SystemInfo

System
Contributor

-

-

Contributor

-

-

-

Date_Accepted

-

-

Date_Accepted

-

-

-

Date_Available

-

-

Date_Available

-

-

-

Date_Copyrighted

-

-

Date_Copyrighted

-

-

-
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Dublin Core

DCAT

VoID

DataCite

CKAN

Aviation

ISO 19115

Metadata
Profile
Date_Created

-

dcterms:created

Date_Created

Date Created

Date

of

-

of

-

Last

-

Creation
Date_Issued

dct:issued

dcterms:issued

Date_Issued

-

Date
Publication

Date_Modified

dct:modified

dcterms:modified

Date_Updated

Date Modified

Date

of

Revision
Date_Submitted

-

-

Date_Submitted

-

-

-

Date_Valid

-

-

Date_Valid

-

-

-

EducationalLevel

-

-

-

-

-

-

Extent

-

-

-

-

-

gmd:extent

HasFormat

-

-

-

-

-

-

HasPart

-

-

HasPart

-

-

-

HasVersion

-

-

HasVersion

-

-

-

InstructionalMethod

-

-

-

-

-

-

isFormatOf

-

-

-

-

-

-

isPartOf

-

void:inDataset

isPartOf

-

-

-

isReferencedBy

-

void:linkPredicate

isReferencedBy

-

-

-

isReplacedBy

-

-

-

-

-

-
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Dublin Core

DCAT

VoID

DataCite

CKAN

Aviation

ISO 19115

Metadata
Profile
isRequiredBy

-

-

isRequiredBy

isVersionOf

-

void:subset

isVersionOf

–

isNewVersionOf

-

-

-

-

-

-

-

Licence*

-

-

isPreviousVersionOf
License

dct:license

-

-

(implicitly

through

Access Rights)
Mediator

-

-

-

-

-

-

Medium

dcat:distribution

-

-

-

-

MD_Medium,
gmd:transferOptions

Provenance

-

-

-

Revision History*

Lineage

LI_Lineage

-

gmd:linkage,

- Activity Stream
References

-

void:Linkset

References

-

gmd:parentIdentifier
(for MD_Metadata)
Replaces

-

-

-

-

-

-

Requires

-

void:target

Requires

-

-

-

RightsHolder

-

-

-

-

Responsible

gmd:CI_Responsible-

Party

Party

-

gmd:unitsOfDistribution

SpatialCoverage

dct:spatial

-

-

-
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Dublin Core

DCAT

VoID

DataCite

CKAN

Aviation

ISO 19115

Metadata
Profile
TableOfContents

-

-

-

-

-

-

TemporalCoverage

dct:temporal

-

-

-

Temporal

gmd:EX_Temporal-

Extent

Extent

-

dcat:accessURL

void:sparqlEndpoint

-

URL

-

gmd:onLine

-

dcat:byteSize

-

Size

-

-

gmd:transferSize

-

dcat:contactPoint,

foaf:Person,

-

Organization

Metadata Point

gmd:pointOfContact

[Title,

of Contact

foaf:Organization

/

foaf:Organization

8

foaf:Person

Description,
Image
Members

URL,
–

Users and Roles]
-

dcat:dataset

void:Dataset

-

-

-

gmd:dataset

-

dcat:downloadURL

void:dataDump

-

-

-

gmd:distributionInfo

-

dcat:keyword

-

-

Tags*

-

gmd:descriptiveKeywords

8

-

dcat:landingPage

-

-

-

-

-

-

dcat:themeTaxonomy

-

-

-

-

-

In VoID, they may be used to describe instances, as well, and not only the contact point as in the case of DCAT.
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Dublin Core

DCAT

VoID

DataCite

CKAN

Aviation

ISO 19115

Metadata
Profile
-

dcat:record

&

void:triples

-

-

-

-

dcat:CatalogRecord
-

foaf:homepage

foaf:homepage

-

-

-

-

-

foaf:primaryTopic

foaf:primaryTopic

-

-

-

-

-

skos:ConceptScheme

-

-

-

-

-

-

skos:Concept

-

-

-

-

-

-

-

void:classes

-

-

-

-

-

-

void:DatasetDescription

-

-

-

-

-

-

void:distinctSubjects

-

-

-

-

-

-

void:distinctObjects

-

-

-

-

-

-

void:documents

-

-

-

-

-

-

void:entities

-

-

-

gmd:featureTypes

-

-

void:exampleResource

-

Data Preview*

-

-

-

-

void:openSearchDescription

-

-

-

-

-

-

void:properties

-

“Custom” fields*

Metadata

-

-

void:vocabulary

-

-

on

gmd:metadata-

Metadata

ExtensionInformation

-

-
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Dublin Core

DCAT

VoID

DataCite

CKAN

Aviation

ISO 19115

Metadata
Profile
-

-

-

GeoLocation

-

Geographic

gmd:spatial-

Location

RepresentationInfo

-

-

-

FundingReference

-

-

-

-

-

-

Version

Version

-

-

-

-

-

-

API Key*

-

-

-

-

-

-

Name

-

gmd:name

-

-

-

-

State

-

gmd:status

-

-

-

-

Visibility

-

-

-

-

-

-

-

Accuracy

of

gmd:dataQualityInfo

Numerical Data
-

-

-

-

-

Cyclic

-

Redundancy
Check
-

-

-

-

-

-

gmd:metadataConstraints

-

-

-

-

-

-

gmd:applicationSchemaInfo

-

-

-

-

-

-

gmd:metadataMaintenance
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It needs to be noted that DataCite has an extensive number of properties to identify the relation type among datasets and resources, in general, i.e.
IsSupplementTo – IsSupplementedBy, IsContinuedBy – Continues, Describes – IsDescribedBy, HasMetadata – IsMetadataFor, Documents – IsDocumentedBy,
IsCompiledBy – Compiles, IsVariantFormOf – IsOriginalFormOf – IsIdenticalTo, IsReviewedBy – Reviews, IsDerivedFrom – IsSourceOf.
In the case of CKAN, “*” indicates the metadata that formally accompany the datasets.
It needs to be noted that the terms of the Dublin Core Metadata standard that appear in the /elements/1.1/ namespace and the /terms/ namespace appear
once in the /elements/1.1/ namespace in the table above.

II.2 Metadata Standards adopted in other Big Data Projects
Indicative open data portals and other big data projects that have been also studied (based on their publicly available deliverables / outcomes) include:
•

TransformingTransport Open Data Portal that is built on CKAN and follows the CKAN metadata schema with the following extensions: Extended
Description, Personal Data, Rightsholder, Other Rights Information, Name of the System, Dataset Data Model/API Interface, Data Model: Standards,
Glossaries and metadata standards, Data Identifier - Standard used, Data Model - Specific Data Model, Data Volume, Update Frequency, Data
Archiving and preservation, Geographical Coverage, Timespan, Access Level, Access Mechanism.

•

AEGIS Data Platform that conforms to the DCAT Application profile (DCAT-AP) version 1.1 specification.

•

BigDataOcean Data Portal, compliant with the GeoDCAT-AP and foresees the following metadata: identifier, title, description, subject, keywords,
standards,

formats,

language,

homepage,

publisher,

accessRights,

issuedDate,

modifiedDate,

geolocation,

westBoundLongitude,

eastBoundLongitude, southBoundLatitude, northBoundLatitude, coordinateSystem, verticalFrom, verticalTo, verticalLevel, beginning, end,
timeResolution, variable.
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II.3 Metadata Mapping for capturing Provenance
The following table from (Freitas et al, 2011) maps the key provenance concepts to different
vocabularies mentioned in section 3 and Annex II.1.
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